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Abstract— We propose a novel hierarchical structured prediction approach for ranking images of faces based on attributes.
We view ranking as a bipartite graph matching problem;
learning to rank under this setting can be achieved through
structured prediction techniques that directly optimize the
matching measures. Our key contribution is a novel model that
combines structured predictors for different feature descriptors in a hierarchical fashion, enabling accurate ranking. We
demonstrate our method on an important application which
consists of searching for people over short intervals of time
based on facial attributes. Given queries containing physical
traits of a person (e.g., red hat, beard, and sunglasses), and an
input database of face images, our system ranks the images in
the database according to the query. Experiments show that
our proposed hierarchical ranking approach poses significant
enhancements in terms of accuracy over the non-hierarchical
baseline.

I. I NTRODUCTION
In the past few years, methods that exploit semantic
attributes of objects have attracted significant attention in the
computer vision community. The usefulness of these methods
has been demonstrated in different application areas, including object classification [1], [2], [3], face verification [4],
soft biometrics [5], and image search [6]. In this paper, we
address the problem of ranking based on semantic attributes.
In particular, we are interested in ranking images of people
according to queries containing facial attributes, such as
baldness, presence of beard, sunglasses, eyeglasses, hat, etc.
There are several applications that naturally fit within this
attribute-based ranking framework and would thus potentially benefit from the adoption of our approach. An example
is in criminal investigation, when the police are interested in
locating a suspect. In those cases, eyewitnesses typically fill
out a suspect description form, where they indicate personal
traits of the suspect as seen at the time when the crime was
committed. Based on that description, the police manually
scan the entire video archive looking for a person with
similar characteristics. This process is time consuming, and
could be drastically accelerated by an effective image search
mechanism. Another application is in finding missing people.
Parents looking for their children in an amusement park, for
example, could provide a description including hair color and
eyewear type, and children images from multiple cameras in
the park would then be automatically ranked according to
the attributes specified in the query.

Fig. 1: System overview. We present a system for attribute-based
search of people from a set of images. Given a query, we would
like to obtain a ranked list of images from the provided image set.
Appropriate parts are localized depending on the query, such as
“upper face” for “bald” and “lower face” for “beard”, and shape,
texture, and color features are extracted. A novel ranking model
based on hierarchical structured prediction is proposed and applied
to each individual attribute. Hierarchical ranking scores are then
combined and sorted as outputs of the system.

A. Problem Definition and Proposed Approach
Given a query containing a set of facial attributes of a
person (e.g., bald, sunglasses, etc.), and an input database of
face images, our goal is to retrieve the images of people in
the database that satisfy the query. There are two important
components in this task: (1) estimation of the location of
face regions in each image [7], [8] and (2) ranking of images
according to the part attributes specified in the query. In this
paper, we focus on the second problem, proposing as main
contribution a novel hierarchical ranking formulation based
on structured prediction.
The idea of our ranking algorithm is to learn a ranking
function for each attribute using multiple hierarchical layers,
where the same ranking algorithm is applied in each layer.
In our implementation, the first layer consists of independent rankers for each feature descriptor (e.g., color, shape,
texture). The scores obtained from each individual ranker
are then combined to create new feature vectors for each
image, which are in turn processed by the subsequent layers.
In each layer, ranking is formulated as a graph matching
problem, while leveraging structured prediction techniques
for learning. We demonstrate in our experiments that the
proposed approach poses significant advantages in terms
of ranking accuracy over a non-hierarchical baseline, by
comparing it with the work of Petterson et al. [9], which

has recently achieved state-of-the-art results for document
ranking.
Figure 1 shows an overview of our system. Note that our
hierarchical formulation (to be described in Section 3) is
applied to each individual attribute. The obtained scores are
then fused to output the final ranked list of images.
The key contributions of our work are:
•

•

We introduce a novel ranking algorithm based on hierarchical structured prediction, which offers significant improvements in terms of accuracy over the nonhierarchical counterpart;
We establish the link between ranking and semantic
facial attributes, by demonstrating our approach in an
innovative application that consists of searching for
people over short intervals of time based on face regions
and their attributes.
II. R ELATED W ORK

Traditional learning-based ranking algorithms such as
RankingSVM [10] and RankBoost [11] use pairs of images
or documents as instances in learning. Recently, listwise
approaches [9], [12] have achieved highly accurate ranking
results by considering document lists as instances. Our
proposed hierarchical ranking model has aspects in common
with the work of Matveeva et al. [13], which also considers
nested ranking, but with a very different methodology. In
each layer of the hierarchy, we use statistical structured
learning, which has recently received great attention in the
computer vision community [14], [15], [16].
Regarding attribute-based methods, Kumar et al. [4], [17]
recently showed that the use of attribute classifiers can
yield state-of-the-art results in face verification. The works
of Lampert et al. [1] and Farhadi et al. [2] exploit object
attributes in a more general setting to learn to detect unseen
object classes. Ferrari and Zisserman [18] proposed a probabilistic generative model for learning visual attributes. Tao et
al. [6] presented a technique for sky image search based on
attributes. Wang and Forsyth [3] addressed the problem of
joint learning of visual attributes and object classes. Although
these methods share aspects with our work in the sense that
they deal with semantic attributes, they do not consider the
learn-to-rank task on attribute data as in our approach.
Our target application is related to the work of Vaquero
et al. [5] and short-term person recognition techniques,
which use features present in short time periods, but that
are not sufficient to establish identity of an individual in a
longer term. Soft biometrics [19] and people re-identification
techniques [20] are examples of methods in this category.
III. R ANKING AS G RAPH M ATCHING
Ranking can be defined as finding an appropriate permutation π ∈ Π of a collection of documents given a query. Given
a particular query q, and a collection of documents di ∈ D
along with a relevance for each document di , our objective is
to find an “optimal” permutation π ∗ that sorts the documents
in decreasing order, i.e., the most relevant documents are

at the top. Let us denote by g(di , q) the relevance score
of a document di ∈ D given the query q. The optimal
permutation π ∗ maximizes the inner product hg(D, q), c(π)i,
where c(π) denotes the permutation of a non-increasing
sequence c ∈ Rm and m is the number of documents. In
other words, π ∗ sorts the relevance scores g(di , q) in the
same non-increasing order as the non-increasing sequence c,
π ∗ = argmax
Π

m
X

g(di , q)c(π)i .

(1)

i=1

We parameterize the relevance scores of each documentquery pair g(di , q) as a bilinear combination,
g(di , q) = hφi , θi,

(2)

where φi is the feature vector for the document di and θ is
a parameter vector. Combining Equations 1 and 2, we get,
π ∗ = argmax
Π

m
X

hφi , θic(π)i .

(3)

i=1

Equation 3 can be considered a bipartite graph matching
problem, where the features φi of the documents form one
partition, the non-increasing sequence c forms the other
partition, and the edge weights are parameterized by θ. We
next describe the precise formulation of this graph matching
problem.
Consider a weighted bipartite graph, G = (V, E, w),
where V is the set of 2m vertices, E is a set of m×m edges
and w : E → R is a set of m × m real-valued weights.
The graph matching problem consists of determining a
bijection π : {1, 2, . . . , m} → {1, 2, . . . , m} to maximize
the following criterion,
π ∗ = argmax
Π

m
X

wiy(i) ,

(4)

i=1

where wiy(i) is the weight between the vertex i and the
vertex y(i) respectively for a particular bijection y. Using
the substitution, wiy(i) = hφi , θicy(i) , we can see that
Equation 3 and Equation 4 are two forms of the same
problem. We note that in this case the solution of the graph
matching problem is obtained by just sorting the documents
according to hφi , θi, rather than using, e.g., the Hungarian
algorithm, which has cubic time asymptotic complexity.
Next we address the problem of learning to rank, which
corresponds to the problem of learning graph matching [21]
in our setting. We will use the terms documents and images
interchangeably.
IV. L EARNING G RAPH M ATCHING
Figure 2(left) shows a bipartite graph where each edge is
associated with a real-valued weight wij that measures the
compatibility between the features φi of image i and the rank
position j. The weight wij is parameterized not only by the
image features and the rank position but also by a parameter
vector θ. Our goal is to learn θ that best matches the sorted
weighted scores according to the supplied training data set
of (image, rank position) pairs as shown in Figure 2(right).

Fig. 2: Learning Graph Matching. Left: A bipartite graph where the left partition corresponds to input images and the right partition
contains the sorted ranks. Each edge in the graph measures the compatibility between φi , which is the feature vector of image i, and rank
position j, given parameter vector θ. Right: Our goal is to learn θ to best match the training data set, which supplies the (image, rank
position) pairs for learning.

weights for individual pairs of nodes as,

A. Model
Given a labeled data set with N graph matching exemplars (i.e., bipartite graphs with the corresponding manually
N
labeled matches), D = {(xn , yn )}N
n=1 ∈ (X × Y) , where
n
n
n
x = {x11 , . . . , xm×m }. Each (p, q) edge in the graph xn
is represented as, xnpq = hφp , θicq , where φp is the input
feature vector for node p, θ is a parameter vector and cq is
the q th rank position, 1 ≤ q ≤ m. yn is a m × m binary
n
= 1 if node p maps to node q and 0
matching matrix; ypq
otherwise.
Our goal is to solve for the parameter vector θ so that
the sorted relevance scores hφp , θi match the labeled rankpositions cq according to the matching matrix yn . Note
that this is a structured prediction problem, since yn is a
matching matrix. A max-margin approach to solve for θ was
recently proposed by Le and Smola [22]. However, a maxmargin approach is not statistically consistent. In this paper,
we instead take a maximum a posteriori approach towards
solving for θ. Under the assumption of an exponential family
model, the conditional posterior probability of the labeled
matches given the observed data can be written as [9],
p(y|x; θ) = exp(ψ(x, y) − f (x; θ)),

(5)

where f (x; θ) is the log-partition function, a convex and
differentiable function of θ, and the function ψ will be
defined shortly. The prediction under an exponential model
is defined as,
y∗ = argmax p(y|x; θ) = argmaxhψ(x, y), θi.
Y

(6)

Y

Since we want to solve the graph matching problem under
an exponential family model, we equate the solution of
the matching problem in Equation 4 to the prediction of
the exponential family model in Equation 6. The function
ψ(x, y), which scores the bipartite graph x according to the
matching matrix y, can thus be parameterized in terms of

ψ(x, y) =

m
X

φi cy(i) .

(7)

i=1

B. Learning the Matching
As defined before in Equation 5, the conditional posterior
probability of the labeled matches given the observed data
can be written as,
p(y|x; θ) = exp(ψ(x, y) − f (x; θ)),

(8)

where
f (x; θ) = log

X

exp(hψ(x, y), θi),

(9)

Y

is the log-partition function, which is a convex and differentiable function
QNof θ. Assuming i.i.d. sampling, we have
P (Y|X ; θ) = n=1 p(yn |xn ; θ). The parameter θ can thus
be obtained under MAP estimation as


N
X
p(θ|Y, X ) ∝ exp log p(θ) +
(ψ(xn , yn ) − f (xn ; θ)) ,
n=1

(10)
where p(θ) is a Gaussian prior on θ. The loss function, which
is the negative log-posterior of Equation 10, can then be
written as,
N
λ
1 X
k θ k2 +
(f (xn ; θ) − ψ(xn , yn )),
2
N n=1
(11)
where λ is a regularization constant.
The advantage of the bilinear formulation wiy(i) =
hφi cy(i) , θi is that the loss function (Equation 11) is a
convex and differentiable function of θ. We can therefore
use standard gradient-descent to compute the minimum of
Equation 11 [9].

l(Y|θ, X ) =

V. H IERARCHICAL R ANKING
An attribute can often be represented by multiple feature
descriptors. For instance, an attribute such as “bald” can be
represented by its color, shape and texture features. Given
this multi-feature representation, a typical learning to rank
approach would concatenate all feature descriptors into a
single high-dimensional feature vector, which is then used for
learning [9]. However, this approach has severe risk of overfitting. An alternate approach would be to use dimensionality
reduction, such as PCA, to project the high-dimensional
concatenated feature vector onto a lower-dimensional feature
space. While the use of dimensionality reduction reduces the
risk of overfitting, it fails to utilize the interactions that exist
between the different features.
In this section, we propose a hierarchical learning to
rank algorithm that provides a principled formulation for
combining different feature descriptors into a single hierarchical model for fused ranking score. The proposed approach
also reduces the risk of overfitting associated with using
the concatenated feature vector. The basic idea is to learn
a ranking function hierarchically, where each level of the
hierarchy learns to rank the scores obtained by its immediate
lower level layer using the algorithm described in Section
IV. At the lowest layer, independent rankers for each feature
descriptor (e.g., color, shape, texture) are learned. The scores
obtained from each individual ranker are then combined to
create a new feature vector which is used to learn a ranking
function for the subsequent higher level of the hierarchy. This
process continues until the root node is reached, which then
learns a ranking function for its immediate lower level of the
hierarchy to generate the final ranking result.
Our model can incorporate multiple feature descriptors
in a multi-level hierarchical framework. Without loss of
generality, consider a hierarchical ranking model with two
layers as shown in Figure 3. At the base level of the hierarchy
(from left to right) are three types of features; shape descriptor, texture descriptor, and color descriptor, that describe an
attribute. Let the shape, texture and color descriptors for the
ith image be φSi , φTi , and φCi , respectively. Our goal is
to first learn a ranking function independently for each of
the three feature descriptors, followed by learning a ranking
function on top of these feature descriptors.
Section IV describes the rank learning algorithm for a
single feature descriptor. Using that, we can get the parameter
vector for each of the three feature descriptors: θS , θT , and
θC , for shape, texture, and color descriptors respectively. We
can then compute the feature descriptor for the highest level
of the hierarchy using the input features at the lower level
and the learned feature parameters,
C
Ωi = {hφSi , θS i, hφTi , θT i, hφC
i , θ i},

(12)

where Ωi is a 3-dimensional feature vector for the ith image
at the highest level of the hierarchy and hφ, θi denotes a
bilinear combination of φ and θ. Given the feature vector for
the ith image at the highest level of the hierarchy Ωi , we can
then proceed to compute the parameter-vector as described in
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Fig. 3: Hierarchical Structured Prediction. At the base level of
the hierarchy (from left to right) are the different descriptors that
are used to characterize an attribute. In this hierarchical model,
for instance, there are three types of descriptors that represent an
attribute; shape descriptor, texture descriptor, and color descriptor.
More details on the feature descriptors are given in Section VI.
Let the shape, texture, and color descriptors for the ith image
be φSi , φTi , and φCi , and let the parameter vector for each of
the three feature descriptors be θS , θT , and θC , respectively. A
weighted bipartite graph matching problem is formulated for each
base feature to “learn-to-rank”. Structured predictions from the base
level are then fused at a higher level in the hierarchy where the
inputs are scores from the base levels. At the highest level of
the hierarchy, Ωi denotes a 3-dimensional feature vector for the
ith image and hφ, θi denotes a bilinear combination of φ and θ.
Incorporation of hierarchy thus not only enables rank learning for
the base level features but learns to rank the fusion across the
features.
Section IV-B. Each higher-level of the hierarchy, therefore,
learns a ranking function on top of the scores obtained by
its immediate lower level in the hierarchy.
VI. I MPLEMENTATION D ETAILS
In this section, we describe the implementation details of
our ranking model.
A. Facial Attributes
We allow three types of facial attributes in our queries.
For the upper face region, queries by hair type (bald, hair,
wearing a hat) can be performed; for the middle face region,
eyewear type (sunglasses, eyeglasses, no glasses) attributes
are considered; and for the lower face region, searches by
facial hair type (beard, mustache, no facial hair) can be
made.
To localize the face sub-regions (upper part, middle part,
and lower part), we first apply a cascade of Adaboost classifiers [23] trained to detect faces and then split the detected
face regions into three parts. To decouple the evaluation of
the hierarchical ranking model from errors in the localization
of facial regions, we manually corrected the mistakes made
by the localization procedure.
B. Feature Descriptors
For convenience of implementation, we selected descriptors from three categories: texture, shape, and color.

Texture features. To represent texture information, we
used histograms of Local Binary Patterns (LBP) [24]. The
descriptor computes an integer in [0,255] for every pixel in
a face region, and a histogram of these values is generated,
leading to a 256-dimensional feature vector.
Shape features. To capture shape information, we used a
descriptor that we call Shape Binary Patterns (SBP) [25]. The
general idea for the SBP descriptor is similar to LBP, but it
considers shape contours as input. Given a grayscale image
of a face region, we compute its contours by applying the
Canny edge detector [26]. Then, for every pixel in a contour,
its context is analyzed by counting how many other contour
pixels are inside each of 8 neighboring regions. The counts
are then thresholded to generate an 8-bit vector. Similarly
to LBP, this vector is arranged in counterclockwise order
starting from a reference point, and is encoded as an integer
in the interval [0, 255]. A histogram of these integers for the
face region being considered is created, resulting in a 256dimensional feature vector.
Color features. We used color histograms in multiple
color spaces to represent color information. For a given RGB
image of a face region, we convert it to the HSV, YCbCr
and YIQ color spaces. We then quantize each channel from
each color space into 32 bins of equal size and compute
the normalized histogram. This results in a 96-dimensional
feature descriptor for each color space.

TABLE I: Attribute distribution in the dataset.
Beard
Mustache
No Facial Hair

1,028
1,094
1,717

Sunglasses
Eyeglasses
No Glasses

677
618
2,273

Bald
Hair
Hat

562
1,106
682

and rescaled to 30x20 pixels before the feature extraction
process. Figure 4 shows a few images, and Table I shows
the attribute distribution in the set. For each image, a 256dimensional LBP vector, a 256-dimensional SBP vector,
and four 96-dimensional color histogram vectors (one for
each color space, with 32 bins per color channel) were
then extracted. The concatenated feature vector of all these
features is therefore 896-dimensional.
bald
hair
hat
sunglasses
eyeglasses
no glasses
beard
mustache
no facial hair

Fig. 4: Examples of images for each of the nine facial
attributes.

C. Hierarchical Model
Our hierarchical model has two layers: a base layer where
ranking is performed using different features (texture, shape,
color) separately and an upper layer that combines the
predictions of the individual features at the base layer. During
training, we represent a given attribute (such as “bald” or
“beard”) using multiple queries. A query corresponds to
a set of images associated to relevance ratings in {0, 1},
encoding concepts such as “bald” and “not bald”. However,
more relevance ratings could be considered. A different
hierarchical model is trained, as described in Section V, for
each of the nine facial attributes.
D. Score Fusion
When queries consisting of more than one attribute are
specified, e.g., “beard and sunglasses and bald”, we fuse
the scores given by each hierarchical ranking model (in the
example, a model for “beard”, a model for “sunglasses”,
and a model for “bald”) to produce a ranking based on the
combination of attributes. In our implementation, we simply
summed up the individual scores. However, learning could
also be applied in this stage.
VII. E XPERIMENTAL R ESULTS
We have tested the proposed hierarchical formulation
for ranking based on the nine facial attributes from our
implementation. A database of frontal face images (with
slight pose variations) has been created from Internet images
and the Labeled Faces in the Wild dataset [27]. The face
regions (upper part, middle part and lower part) were cropped

Next, we need to generate a query-document training data
set for each facial attribute, wherein given a query, such as
“bald” or “beard”, that describes an attribute, relevant and
non-relevant images, as described by their feature vectors, are
sampled randomly from the dataset. The dataset is labeled
such that non-relevant and relevant images are given scores
of 0 and 1, respectively, for each of the nine facial attributes.
In our experiments, each test query was created by picking
Ir ∈ {1, 5, 10, 15} relevant random images, and then adding
8 × Ir non-relevant images to the test query.
For each of the nine attributes, we trained eight different
ranking models in order to compare their performance: six
non-hierarchical models using the technique from Petterson
et al. [9], each using a single feature type as input, that we
call LBP, SBP, HSV, RGB, YCbCr, and YIQ, depending on
the input feature type; a seventh model that we call concat,
which is also non-hierarchical but uses the 896-dimensional
concatenated vector of LBP, SBP and the four color features
as input; and our proposed hierarchical model (Section V)
trained with two layers, where the second layer fuses the six
structured prediction scores obtained from each of the LBP,
SBP, HSV, RGB, YCbCr, and YIQ models as input.
The test set for each particular query/attribute was generated randomly from the labeled data set excluding the
training images; the number of test images for a query
were sequentially chosen in increasing order from a set
of {9, 45, 90, 135} random images. The number of relevant
images relative to a query in the test set was fixed to 19 times
the number of test images. Given the test set, the images were

scored and sorted using the eight different ranking models.
We used the Normalized Discount Cumulative Gain (NDCG)
score to assess the accuracy of the obtained ranking over the
test dataset. The NDCG score is defined as follows,
N DCG@k =

k
1 X 2r(j) − 1
,
Z j=1 log(1 + j)

of semantic parsing of objects, i.e., the estimation of part
locations along with their semantic attributes. We hope
our work will inspire the community to conduct additional
studies in this field.
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Fig. 5: Quantitative comparison of ranking accuracy for facial attributes. (a) Normalized Discount Cumulative Gain (NDCG) at rank
positions k for nine different attributes. LBP and SBP refer to texture and shape features, respectively. HSV, RGB, YCbCr, and YIQ are
the four color features. Concat refers to the high-dimensional concatenated version of the shape + texture + color features. Hierarchical
refers to the 6-dimensional feature composed of the prediction scores of each of the 6 base features. It can be noted that for all attributes,
except “Sunglasses”, hierarchical structured prediction performs better than the concatenated version. (b) Mean NDCG scores for the
different attributes and features when the number of training examples is varied from 9 to 135 images.

