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ABSTRACT
We address the problem of attribute-based people search in
real surveillance environments. The system we developed is
capable of answering user queries such as“show me all people
with a beard and sunglasses, wearing a white hat and a pat-
terned blue shirt, from all metro cameras in the downtown
area, from 2pm to 4pm last Saturday”. In this paper, we
describe the lessons we learned from practical deployments
of our system, and how we made our algorithms achieve
the accuracy and efficiency required by many police depart-
ments around the world. In particular, we show that a novel
set of multimodal integral filters and proper normalization
of attribute scores are critical to obtain good performance.
We conduct a comprehensive experimental analysis on video
footage captured from a large set of surveillance cameras
monitoring metro chokepoints, in both crowded and normal
activity periods. Moreover, we show impressive results us-
ing images from the recent Boston marathon bombing event,
where our system can rapidly retrieve the two suspects based
on their attributes from a database containing more than one
thousand people present at the event.

Categories and Subject Descriptors
I.4 [Image Processing and Computer Vision]: Appli-
cations, Scene Analysis - Object Recognition

General Terms
Algorithms

Keywords
Attributes, Video Analytics, People Search

1. INTRODUCTION
Many criminal investigation processes involve searching

for people based on their fine-grained attributes. Consider
the two examples below of recent real cases: a common rob-
bery event and the well-known Boston Marathon Bombing.
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Figure 1: Illustration of a suspect description form.

Los Angeles, 07/31/2013, 09:46pm. A robbery hap-
pened in a store located in East LA1. After the event, an
eyewitness went to the local police station and filled out a
suspect description form similar to the one depicted in Fig-
ure 1, indicating the personal traits of the suspect as seen at
the moment of the robbery. The eyewitness reported a man
with a beard, wearing a blue “LA” baseball cap, a red and
blue windbreaker, and blue pants. This is a typical situa-
tion where the police need to manually scan large amounts
of video archives from surveillance cameras in the area look-
ing for a person that matches the description provided by
the eyewitness. This process is tedious and time consum-
ing, and could be drastically accelerated by an automated
system.

Boston, 04/15/2013, 02:49pm. This was the time
of the first bomb explosion in the Boston marathon. Af-
ter that, a dramatic search for two suspects - the brothers
Tamerlan and Dzhokhar Tsarnaev - took place. One of the
suspects was wearing a black and white hat, sunglasses, a
light blue shirt and beige pants. The other suspect was
wearing a white hat. An automated person search system
based on attributes would have been valuable to help find
the suspects from the large visual data archives captured by
surveillance cameras or photos from mobile phones provided
by the general public, as we will show in Section 6.2.

1http://lacrimestoppers.com/wanteds.aspx



In addition to searching for suspects, an attribute-based
people search system could be used for finding missing peo-
ple. Parents looking for children in an amusement park could
provide a description including clothing and eyewear type,
and videos from multiple cameras in the park would then
be automatically searched for children matching those char-
acteristics. Finally, personal attributes could be used to
complement facial recognition systems, or for tracking and
correspondence across multiple related cameras.

In this paper, we describe a complete system for attribute-
based people search in surveillance environments. Our sys-
tem can process queries such as “show me all people match-
ing a given description from time X to time Y considering
all cameras in area Z”. It has been successfuly used by sev-
eral police departments worldwide. We focus this paper on
the lessons learnt from our practical deployments, describing
key aspects to make the system more accurate and efficient.
More specifically, we make the following contributions:

• A novel set of multimodal integral filters is proposed,
which substantially enhances face capture precision from
73% to 90% at 80% recall, while boosting efficiency sig-
nificantly, allowing us to move from processing 8 to 16
channels per server.

• We show that proper normalization of attribute scores
by taking into account the attribute label proportions
in the dataset is crucial for attribute-based search.

• A comprehensive performance evaluation is conducted
on real-world data obtained from 66 surveillance cam-
eras monitoring metro turnstiles at different locations,
considering single-camera and multi-camera benchmarks
under a wide variety of conditions, including rush hour
and normal activity periods, and different times of the
day over a period of one month.

• We show compelling results on images from the Boston
bombing event. By using multi-attribute queries, we
can rapidly retrieve images of the two suspects in a
database containing more than 1000 people present at
the event.

2. RELATED WORK
The majority of methods for people search in surveillance

images and videos rely on search based on identity (“naming
people”), i.e., face recognition [27, 28]. However, these sys-
tems are usually very sensitive to typical surveillance con-
ditions such as lighting changes, face pose variation, and
low-resolution imagery. In contrast, our system relies on
search based on fine-grained attributes of a person (“describ-
ing people”) [24, 2, 3], requiring no images of the individual
as input, just textual queries.

Research on attribute-based visual representations have
received renewed attention by the computer vision commu-
nity in the past few years [13, 24, 12, 5]. Attributes are usu-
ally referred as semantic properties of objects or scenes that
are shared across categories. Among other applications, at-
tributes have been used for recognition of unseen classes [13],
image ranking and retrieval [19], fine-grained categorization
[26], face verification [12], action and event recognition [16],
and sentence generation from images [10].

Several attribute-based search systems related to our work
have been proposed recently. Kovashka et al [9] developed

a system called “WhittleSearch” which is able to answer
queries such as“Show me shoe images like these, but sportier”.
They utilize the concept of relative attributes proposed by
Parikh and Grauman [17] for relevance feedback. Kumar
et al [11] created an attribute-based search engine called
“FaceTracer” for browsing large collections of face images.
Siddiquie et al [19] exploited pairwise relationships between
facial attributes to improve search based on multi-attribute
queries. These methods usually assume as input still im-
ages with high-resolution, contrasting with the visual data
obtained from surveillance cameras.

Visual attributes have been applied for person reidenti-
fication in surveillance videos [14]. More related to our
work, Vaquero et al [24] developed a system for attribute-
based person search in surveillance environments. Our work
pushes this system to the next level, with an enhanced archi-
tecture and more accurate visual analytics, as demonstrated
by a comprehensive evaluation in real scenarios.

3. SYSTEM ARCHITECTURE
In this section, we describe the architecture of our system.

Figure 2 illustrates the main components of our system and
their interactions. We follow with more details below.

System Input. We consider videos captured by fixed
surveillance cameras as well as unconstrained “in the wild”
imagery such as Flickr photos, YouTube videos, and images
captured by mobile phones.

Background Modeling. When videos from fixed surveil-
lance cameras are available, we apply background subtrac-
tion to detect foreground objects and reduce the search space
for face detection. We used a method based on Gaussian
mixture models [23, 21] to model the background.

Face Detection. We utilized a cascade of GentleBoost
classifiers [7] with an enhanced set of Haar-like features for
face detection, similar to the work of Lienhart et al [15].
The cascade is applied using a sliding window approach. In
Section 4, we show that the addition of novel multimodal in-
tegral filters leads to significant performance boost in terms
of accuracy and efficiency.

Face Tracking. After a face is detected, if the input
consists of a video, a face tracking algorithm [24] is applied
to follow the face in the subsequent video frames. This is
important to avoid duplicate search results from the same
person.

Attribute Detectors. Given a detected face, we apply a
a battery of attribute detectors (bald, beard, clothing color,
etc.) on the corresponding face and torso/legs regions, and
output their confidence scores, which are then ingested in a
database. When video data is available, the attribute scores
are aggregated across the face track to produce a single set
of attribute scores per individual. Among other aggregation
methods, we found that simply taking the maximum score
across the face track works best. Examples of facial and
torso attributes included in our system are listed below:

• Facial Attributes: bald, hair, color of hair, hat, color
of hat, sunglasses, eyeglasses, absence of glasses, beard,
mustache, absence of facial hair, skin tone (dark, medium,
light), gender

• Torso Attributes: clothing color, patterned, solid



Figure 2: Architecture of our system. Components with dashed line assume the presence of video as input.

We allow three colors to be indexed out of 13 possible colors.
This enables powerful multi-color searches such as “show me
all people with a black and white hat, wearing a red jacket
with white and blue shirts”. Currently we are extending
the set of attributes to include more fine-grained physical
properties of humans and accessories (e.g., different types of
hats).

The facial attribute classifiers are applied over the de-
tected facial region and the clothing attributes are com-
puted over rectangular regions (torso and legs) estimated
from the position and size of the detected face. For low-
resolution surveillance videos, we utilized attribute classi-
fiers similar to [24], using cascades of GentleBoost classifiers
over Haar-like features and quantized HSI color classifiers.
When higher-resolution images are available, we exploited
the attribute classifiers described in [19], which are based on
ensemble classifiers learned through random subspace bag-
ging [30] over a wide variety of color, shape, and texture
features.

Each attribute classifier produces a confidence score. We
used isotonic regression [31] to map attribute scores to prob-
abilities. In Section 5, we show that normalizing the con-
fidence produced by the attribute classifiers by also taking
into account the attribute label proportions in the database
is crucial for good performance.

Database. The database backend module receives meta-
data results, i.e., a set of attribute confidence values per
individual, which are indexed into a relational database to
enable efficient search.

Search Interface. We designed an HTML search inter-
face where the user has access to controls that allow him/her
to describe a person’s attributes, in a way similar to a sus-
pect description form. The user can also constrain the search
results to match a given time period and select a set of cam-
eras in a given area. The interface issues requests to a web
server, where Java servlets receive the information and issue
queries to the database backend, through the ranking mod-
ule. The results are then presented to the user. Thumbnails
of the detected faces are displayed, and the user can click on

them to view a video clip or the full high-resolution image
of the selected person.

Ranking. The results are displayed to the user in a
ranked-order according to the relevance to the multi-attribute
query. We utilized the “learning to rank” approach proposed
by Siddiquie et al [19] which learns weights for the attribute
scores using structured prediction, while taking into account
their pairwise relationships. This way the system avoids pro-
ducing high ranking scores for predictions such as “women
with beard”, as these particular attributes are not correlated.

4. ENHANCING FACE CAPTURE
As hundreds or thousands of cameras are considered in our

deployments, the tolerance for false alarms becomes more
strict. In addition, the system needs to be highly efficient in
order to process many video channels per server and reduce
the cost. The face detector component is the bottleneck in
this respect, as many image windows across different posi-
tion and scales need to be scanned to detect the presence
of a face. In this section, we describe a novel set of filters
which are used to enhance face detection both in terms of
accuracy and efficiency. We start by describing a filter to
prune face-like background regions and then present a set of
multimodal integral filters which are critical for good per-
formance.

4.1 Face-like Backgroung Filtering
Despite the use of background modeling for constraining

the search space of face detection in fixed cameras, we no-
ticed that several cameras contributed to an increased rate
of false alarms due to face-like background patches. Because
of sudden lighting changes, shadows, or reflections, those re-
gions can be considered as foreground at certain times by the
background modeling algorithm, leading to potential false
triggers of the face detector. In some cases, this problem
becomes even more pronounced when pictures of faces are
part of the background, as shown in Figure 3a.

We tackle this problem by discovering face-like regions in
the background, so that face detections that match these dis-



Figure 3: Face-like background filtering. (a) Video frame containing pictures of faces in the background.
(b) Collected face boxes from the background at a high sensitive detection rate. (c) Face-like regions with
an observation frequency above the 90th percentile are selected. (d) Final set of face-like regions. Any
subsequent detections that match any of these regions are suppressed.

Figure 4: Multimodal integral filtering. (a) Input video frame. (b) Foreground image (dark meaning higher
foreground probability) with the face region used by the integral foreground filter. (c) Torso region used by
the integral contextual foreground filter. (d) Normalized R/R +G+ B channel. (e) Normalized B/R +G+ B
channel. Both channels are used by the integral skin-color filter. (f) Squared pixel intensities used by the
integral variance filter. Faces are intentionally blurred for privacy purposes.

covered regions can be suppressed. More specifically, during
the camera setup, we set the parameters of the face detector
to operate at a high-recall rate and run the detector only
on background regions. We then collect a set of detection
boxes for a certain period of time (1000 frames in our im-
plementation). Figure 3b shows the set of collected boxes
for a specific camera. For each region, we record the num-
ber of detections that fired at the exact same location and
scale. The face-like regions correspond to the boxes with
high counts.

At the end of the collection period, we keep any detec-
tion region with an observation frequency above the 90th
percentile (Figures 3c and 3d). Finally , we adjust the pa-
rameters of the detector back to their default values and
filter out any detection that matches a face-like background
region. Even though occasionaly a real face may match the
exact same position and scale of a face-like background re-
gion, we found this was not a problem, as usually the face
is captured in the subsequent frames.

4.2 Multimodal Integral Filtering
Integral images [25] have been widely used for efficient ex-

traction of features based on sums of values over local image
regions, yet most existing face detectors rely on computing
integral images of pixel intensities only. Recently, integral
channel features have been exploited by Dollar et al [4] and
applied to real-time pedestrian detection with impressive re-
sults [1]. Our approach is different in the sense that we
utilize different modalities and leverage easy-to-implement
integral filters to rapidly eliminate background patches and
reduce the number of false positives.

Let Im be an integral image computed from image modal-
ity m. Examples of modalities include foreground images,
different color channels, and intensity images. We define
multimodal integral filters as F (xm; Im) : Rn → R, where
xm is a particular pixel subwindow of image modality m for
which we want to verify the presence of a face. The following
filters are considered in our system:

Integral Foreground Filter. We compute the integral
image Ifor of the foreground image obtained by the back-
ground modeling algorithm. The foreground filter is defined
as F for(xfor; Ifor) =

∑N
k xfork /N , which consists of the av-

erage of foreground pixels along the face region (Figure 4b)
Intuitively, an image subwindow should have enough fore-
ground occupancy to be considered as a face. The average
can be computed quickly using Ifor with only three addi-
tions and one division.

Integral Contextual Foreground Filter. In addition
to foreground occupancy along the face region, we also mea-
sure foreground occupancy along the torso region as illus-
trated in Figure 4c. The contextual foreground filter is de-
fined as F ctf (xfor; Ifor) = F for(yfor; Ifor), where yfor is
the torso pixel subwindow estimated from the position and
size of the face subwindow xfor. The intuition is that face
detections without enough foreground pixels in the torso
area should be suppressed.

Integral Skin-Color Filter. In order to model skin-
color, we compute integral images of normalized color chan-
nels nr = R/R+G+B and nb = B/R+G+B, where R,G,B
correspond to the red, green, and blue channels of the in-
put image. It has been show that skin pixels of humans



from different races differ mostly in intensity rather than
color [6, 22], so operating in normalized intensity spaces is
important to handle this variability. We designed skin filters
Fnr(xnr; Inr) =

∑N
k xnr

k /N and Fnb(xnb; Inb) =
∑N

k xnb
k /N .

These filters are useful to remove false face detections that
do not contain a sufficient amount of skin pixels.

Integral Variance Filter. We compute the integral im-
age of pixel intensities Iint and squared values Isq (Figure
4d) for fast computation of the variance of pixel intensi-
ties along the face region. We define the variance filter as
F var(xint; Iint,sq) =

∑N
k (xint

k )2/N − (
∑N

k xint
k /N)2. The

first term can be rapidly computed with Isq and the sec-
ond term with Iint. The intuition of this filter is to quickly
remove homogeneous background patches, which are quite
frequent in natural images.

We utilize the filters above to enhance face detection in the
following way: during the sliding window process, for each
candidate subwindow we sequentially apply the set of multi-
modal integral filters described above and check if their out-
puts are within a certain range of values αm < F i(xm; Im) <
βm, for all filters i and all modalities m, where the thresh-
olds αm and βm are learned from a small validation set. If
any of the filters fail to satisfy this condition, the candidate
subwindow is immediately rejected. Otherwise, it is pro-
cessed by the face detector described in Section 3, although
any off-the-shelf face detector could be used.

5. ENHANCING PERSON SEARCH
Existing methods for attribute-based people search in im-

ages [12, 24, 19, 18] rely on scoring images based on how well
they satisfy a multi-attribute query. Scheirer et al [18] shows
the importance of proper calibration of attribute scores, but
does not take into account attribute label proportions.

For simplicity, consider the case where images are ranked
based on the sum of their attribute scores. Figure 5 shows
an example of searching for a person “not bald with sun-
glasses”. The two images A and B shown in the illustra-
tion are equally likely to satisfy the multi-attribute query.
However, the multi-attribute score may not properly convey
the likelihood of the image to contain the suspect, as it de-
pends on the attribute label proportions. More specifically,
in case there were many fewer people wearing sunglasses in
the database, then clearly image A would potentially have
a higher likelihood of containing the suspect (also depend-
ing on the accuracy of the detector) than image B, as the
sunglasses score for image A is higher.

A similar problem has been addressed in text retrieval
with the widely used weighting scheme called term frequency-
inverse document frequency (tf-idf) [29]. Each word is given
a weight wi = nid

nd
log N

ni
, where nid is the number of occur-

rences of word i in document d, nd is the total number of
words in the document d, ni is the number of occurrences of
term i in the whole database and N is the number of docu-
ments in the whole database. The weighting is a product of
two terms: the word frequency nid

nd
, and the inverse docu-

ment frequency log N
ni

. The intuition is that word frequency

weights words occurring often in a particular document, and
thus describe it well, whilst the inverse document frequency
downweights words that appear often in the database. In
fact, words that appear in many different documents are
less informative than those that appear rarely.

Figure 5: Existing systems for people search based
on attributes rank images based on how well they
satisfy the attribute query, without taking into ac-
count the attribute label proportions.

More recently, the tf-idf weighting was applied to image
retrieval [20, 32]. Images are represented as bags of visual
words, usually consisting of quantized low-level descriptors,
and, in analogy to text, the weighting is applied over the
visual words. This weighting scheme, however, has been
overlooked by state-of-the-art attribute-based people search
systems [12, 24, 19, 18].

Our approach for re-weighting attribute scores consists of
the following. First, we use isotonic regression [31] in or-
der to map attribute scores to calibrated probability scores.
We found this approach to work better than other meth-
ods that assume a parametric distribution. Then, the re-
weighted calibrated attribute scores Ai by tf-idf are defined
as: Ai = Si(1 − Fi)Ci, where Si is the strength of the at-
tribute detector i given by its accuracy rate in a validation
set (analog to term frequency), 1−Fi corresponds to the in-
verse document frequency term, where Fi is the percentage
of occurrences of attribute i in the database, and Ci is the
calibrated attribute score obtained by isotonic regression.
All variables assume values between 0 and 1. We note this
is a modified version of the original tf-idf weighting, which
we found to produce similar results and to be more efficient.
Currently, we have fixed values of the attribute proportions
Fi per camera, but those could be adapted over time. For
example, in sunny days people tend to wear more sunglasses.
The search results, however, are not sensitive to the precise
estimation of the proportions Fi.

6. EXPERIMENTS
In this section we present a comprehensive evaluation of

our system in real-world environments.

6.1 Metro Turnstiles
We consider a large set of surveillance cameras monitoring

metro turnstiles at different city locations and evaluate face
capture and attribute-based person search in this scenario.
Our benchmark dataset consists of the following subsets:

• Whole Network, Standard (WS66). We collected
66 small video clips (2 minutes each) sampled uni-
formly 24/7 from a set of 66 surveillance cameras (1



Figure 6: Face capture ROC curves for our benchmark subsets CAM1, CAM2, WS66, WR66. The circles
correspond to the default operating point of our system. The illustration also show the efficiency boost
provided by the multimodal filters. Examples of captured faces have been intentionally pixelated for privacy
purposes.

clip per camera), over a period of 1 month, for a total
of 2h12min video footage, containing 303 people.

• Whole Network, Rush Hour (WR66). This sub-
set was collected using the same procedure of WS66,
but instead of sampling clips uniformly 24/7, we sam-
pled clips in rush hour periods only (7am-8am; 11:30am-
1pm; 4pm-6pm; Monday-Friday), over a period of 1
month, for a total of 2h12min video footage, contain-
ing 555 people.

• Single Camera (CAM1). We randomly chose one
camera from the network, and collected 66 two-minute
video clips sampled uniformly 24/7 from the same cam-
era, over a period of 1 month, for a total of 2h12min
video footage, containing 134 people.

• Single Camera (CAM2). We followed the same
procedure of CAM1, but using another camera, with
different camera placement and different lighting con-
ditions, collecting data over a period of 1 month, for a
total of 2h12min video footage, containing 319 people.

We annotated each video frame from all subsets above
with face and torso bounding boxes, as well as the set of per-
son attributes utilized in our system. We used this ground-
truth information to assess the performance of face capture
and person search, as described next.

Face Capture. Figure 6 shows the face capture ROC
curves for all benchmark subsets, comparing our baseline
system with the addition of face-like background filtering,
and then further adding multimodal integral filtering. Note
that our proposed filters significantly and consistently out-
perform our baseline across all benchmark subsets. At 80%
recall, considering all datasets, the baseline system yields
65% precision. The addition of face-like background filtering
increases precision to 73%. Finally, adding our multimodal

integral filters increases precision to 90%. In our scenario,
faces are captured in low-resolution (usually around 20x20
pixels) and exhibit various appearance changes due to light-
ing and pose variation.

Across all multimodal integral filters, the skin-color filter
based on R/R+G+B is the one which provides the major
accuracy boost. The other filters increase accuracy slightly,
but also contribute to make the system more efficient. Their
performance is scene-dependent. For example, the variance
filter will be more useful when there are large homogeneous
regions in the scene. The filters based on background mod-
eling are more suitable in low-activity periods.

In terms of efficiency, our baseline system supports pro-
cessing 8 channels per server at 11 frames per second. By
adding our proposed filters, we are able to double the chan-
nel capacity, supporting 16 channels per server, while run-
ning at full frame-rate (15 frames per second). We note that
our filters can be applied to improve the performance of any
off-the-shelf face detector.

Attribute-based Person Search. We have used the
datasets WS66 and WR66 from the whole network of cam-
eras to assess the performance of attribute-based person
search. We only considered the set of people correspond-
ing to true-positives of our face detector, as at this point we
want to decouple the face capture mistakes from the person
search assessment.

Each person in the database has a corresponding set of at-
tributes as defined in the ground truth. Consider an example
where we issue a textual query using the attributes defined in
the ground-truth for a given person. By looking at the rank-
ing results, we can record the ranking position of the person.
More specifically, if the person is listed as the first in the list,
then his ranking position is equal to 1, whereas if he is the
last person in the list, his ranking position equals N , where
N is the total number of captured faces. We follow this
procedure for every person in the database and build a his-



Figure 7: Person search results on WS66 and WR66 datasets. Re-weighting attribute scores as described in
Section 5 (“weighting”) leads to substantial improvement over the baseline (“no weighting”).

Figure 8: Examples of searches and corresponding top-1 ranking result. Note that the torso color is not
restricted to clothing and can include any objects such as bags that appear in the torso region.

togram of ranking percentiles, where the ranking percentile
of a person is defined by his ranking position divided by N .
Figure 7 illustrates this histogram for both the WS66 and
WR66 subsets, comparing the baseline system (“no weight-
ing”) with the version that utilizes the re-weighting scheme
based on attribute label proportions described in Section 5
(“weighting”). We also show the mean and median of rank-
ing percentiles. Clearly, our weighting scheme achieves bet-
ter performance (around 10% improvement). Figure 8 shows
few examples of queries and corresponding top-1 ranked im-
ages. Each example corresponds to search on a single camera
with a fixed time window (4 hours).

6.2 Boston Bombing Event
Recently, Klontz and Jain [8] conducted a study on face

recognition technology with the goal of identifying the two
suspects in the recent Boston marathon bombing event, us-
ing two state-of-the-art commercial systems and a dataset
of public images. They conclude that still much progress
has to be made in facial matchers to handle low quality face
images of uncooperative subjects.

In this work, we show a related study for the problem
of attribute-based people search. Our technology is differ-
ent from face recognition, as it takes advantages of features
present in brief intervals of time, such as presence of hats
and sunglasses, which are generally considered an annoy-
ance for face recognition methods. We collected 50 high-
resolution images related to the Boston bombing event from
Flickr 2. This set of images contained few images of the two
suspects (Figure 9a), as well as crowds of people present in
the event (Figure 9b). By running our system on this data,
we captured 1071 faces, and ingested the corresponding at-
tributes in the database. We have used only the skin-color
and variance filters for face detection, which are suitable for
processing still images.

Suspect #1 is described as “light-skin man with black and
white hat, wearing sunglasses, with a black jacket and light

2http://www.flickr.com/

blue shirt”. By querying our system with these attributes,
the retrieved results show all four images of suspect #1 in
the top 8 results, as shown in Figure (Figure 9c). We note
that if we just use the query “sunglasses”, the first image of
suspect #1 shows up at rank 87, which would still provide
a significant reduction in search time compared to the naive
approach of inspecting all images in chronological order,
given that the database contains more than one thousand
images. Suspect #2 is described as “light-skin man with
white hat”. By querying our system with these attributes,
the retrieved results show all three images of suspect #2 at
the ranks 5, 7, and 21, respectively.

7. CONCLUSIONS
We have developed a complete system for attribute-based

people search and throughly evaluated it in real-world en-
vironments. Our system can answer queries based on time,
location, and fine-grained attributes of a person.

As we move to large deployments involving a large number
of cameras, new challenges arise. We found out that a new
set of filters, including a face-like background filter and a
set of multimodal integral filters are very effective to boost
face capture performance, both in terms of accuracy and
efficiency. Moreover, we have shown that proper normaliza-
tion of attribute scores by taking into account attribute label
proportions is essential to improve person search. Finally,
we demonstrate the effectiveness of our system in real envi-
ronments, including surveillance of metro chokepoints, and
an innovative case study of the Boston marathon bombing.
As future work, we plan to extend the number of attributes,
investigate new algorithms for attribute classification, and
incorporate relevance feedback.
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