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Motivation

There are various kinds of 
flowers in the world.!

Since we don’t have 
encyclopedia in hand, when 
facing with flowers, we don’t 
know what is it.
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Motivation

We want to building a flower 
recognition system which:!

pre-learns the features of 
each kind of flower, and!

recognizes the input flower 
images and tells the name of 
the flowers.
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Introduction

A deeper view of essential 
components of flowers.!

Figuring out distinctive 
features of flowers.!

Conducting experiments to 
validate the practicality of 
features. 
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Introduction

Biological science view of flower components:!

!

!

Computer science view of flower components:!

!

!
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Christopher Kanan, Garrison W. Cottrell: Robust classification of objects, faces, 
and flowers using natural image statistics. CVPR 2010!

Proposed sparse coding with Independent Component 
Analysis (ICA) for feature learning.!

Randomly select a subset from each image and conduct PCA 
to obtain features.!

Using probability-based kernel density  
estimation to learning and classifying images.!

Overall accuracy: 71.4%!

Related Works

Figure 4. The learned ICA filters that are applied to images in our
approach. When ICA is applied to color image patches it produces
a set of features with luminance and chromatic properties similar
to that of V1 neurons [37, 4], with the majority of them respond-
ing to luminance and two smaller populations responding to yel-
low/blue and red/green. The same color-opponent organization is
found in the Catarrhine primate visual system (i.e., magnocellular,
koniocellular, and parvocellular channels).

eigenvalue corresponding to changes in brightness across
patches. To limit the number of features learned, we re-
tain d of the remaining principal components, where d is
chosen by optimizing performance on an external dataset
(see section 3.6). After PCA, we apply Efficient FastICA
[14] to the patches. This produces a linear transformation
representing image patches as their statistically independent
components: Gabor-like edges and bars. The learned filters
are shown in figure 4.

ICA features are extracted from an m ⇥ n ⇥ 3 image
by filtering it with each of the d ICA filters. The image is
padded to ensure the filtered output is the same size as the
image. This produces an m ⇥ n ⇥ d filter response stack,
corresponding to a high-dimensional sparse representation
of the image.

3.3. Extracting Feature & Saliency Maps

We use the Saliency Using Natural statistics (SUN)
model to compute bottom-up saliency maps. SUN defines
bottom up saliency as P (F )

�1 [39], where F indicates
the ICA features. Since the components of F have been
made largely statistically independent by ICA, SUN mod-
els P (F ) as the product of unidimensional distributions:
P (F = f) =

Q
i P (fi), where fi is the i’th element in

vector f . The generalized Gaussian distribution (GGD) is

used to model each of these unidimensional distributions.
The GGD is a flexible distribution which has many com-
mon distributions as special cases, such as the Laplace and
Gaussian distributions, making it a good choice to model
sparse visual features. The GGD is defined as
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where ✓i > 0 is the shape parameter, �i > 0 is the scale
parameter, and � is the gamma function. For each of the d

ICA filters, one unidimensional GGD is fit using the patches
from section 3.2. The GGD parameters are estimated using
the algorithm proposed in[35]. See figure 1 for an example
saliency map created using SUN.

It is possible to improve the discriminative power of ICA
filters by using a GGD fit to their responses [33]. This
is done by applying a parametric activation function that
weights each dimension of the features according to their
statistical frequency. The improved features f

0
are given by
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where � denotes the incomplete gamma function and the
other terms are those estimated for each of the d GGDs1.
This works by nonlinearly weighting each dimension of f ,
with rarer responses weighted more heavily.

3.4. Fixations: Spatial Pooling & Whitened PCA

The saliency map is normalized to sum to one and then
treated as a probability distribution. It is randomly sam-
pled T times. During each fixation t a location `t is chosen
according to the saliency map. Centered at location `t we
extract a w ⇥ w ⇥ d stack of filter responses that have had
equation 3 applied to them. We let w = 51 in all of our
experiments2. The dimensionality of the patch stack is re-
duced by spatially subsampling it using a spatial pyramid
[17]. Our spatial pyramid divides up each w ⇥ w filter re-
sponse into 1⇥ 1, 2⇥ 2, and 4⇥ 4 grids and the mean filter
response is computed in each grid cell. The spatial pyramid
levels are concatenated to form a vector, which is normal-
ized to unit length. Across the d stack layers this reduces
the dimensionality from w ⇥ w ⇥ d(i.e., 512d) to 21d. `tis
normalized by the height and width of the image and stored
along with the corresponding features.

After acquiring T fixations from every training image,
PCA is applied to the collected feature vectors. The first

1In [33] equation 3 was followed by the probit function. In our early
experiments we found that this decreased performance slightly while in-
creasing computation time, so we do not use it here.

2The value 51 comes from the equation w = 2
⌅ 1
r s

⇧
+ 1, where s =

128 is the smallest side of the input image due to the preprocessing steps
and r = 5 (chosen arbitrarily).
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Fahad Shahbaz Khan, Joost van de Weijer, Andrew D. Bagdanov, Maria 
Vanrell: Portmanteau Vocabularies for Multi-Cue Image Representation. NIPS 2011!

Building bag of visual vocabularies (voc.) from color and 
shape features of flower images.!

Obtain Portmanteau voc. by considering product voc. 
containing new words for every combination of shape/color.!

Using joint distribution estimation  
to learning and classifying images.!

Overall accuracy: 73.3%!

Related Works

Figure 2: The effect of ↵ on DITC clusters. Each of the large boxes contains 100 image patches
sampled from one Portmanteau word on the Oxford Flower-102 dataset. Top row: five clusters
for ↵ = 0.1. Note how these clusters are relatively homogeneous in color, while shape varies
considerably within each. Middle row: five clusters sampled for ↵ = 0.5. The clusters show
consistency over both color and shape. Bottom row: five clusters sampled for ↵ = 0.9. Notice how
in this case shape is instead homogeneous within each cluster.

of the cluster distributions and assignment of compound visual words to their closest cluster. For
more details on the DITC algorithm we refer to Dhillon et al. [5]. Here we apply the DITC algorithm
to reduce the high-dimensionality of the compound vocabularies. We call the compact vocabulary
which is the output of the DITC algorithm the portmanteau vocabulary and its words accordingly
portmanteau words. The final image representation p(WR) is a distribution over the portmanteau
words.

2.2 Joint distribution estimation

In solving the problem of high-dimensionality of the compound vocabularies we seemingly fur-
ther complicated the estimation problem. As DITC is based on estimates of the class-conditional
distributions p(S,C|R) = p(W |R) over product vocabularies, we have increased the number of
parameters to be estimated to M ⇥N ⇥L. This can easily reach millions of parameters for standard
image datasets. To solve this problem we propose to estimate the class conditional distributions by
assuming independence of color and shape, given the class:

p(sm, cn|R) / p(sm|R)p(cn|R). (2)

Note that we do not assume independence of the cues themselves, but rather the less restrictive in-
dependence of the cues given the class. Instead of directly estimating the empirical joint distribution
p(S,C|R), we reduce the number of parameters to estimate to (M + N) ⇥ L, which in the vo-
cabulary configurations discussed in this paper represents a reduction in complexity of two orders
of magnitude. As an additional advantage, we will show in section 2.3 that estimating the joint
distribution p(S,C|R) allows us to introduce cue weighting.

To verify the quality of the empirical estimates of equation (2) we perform the following experiment.
In figure 1 we plot the Jensen-Shannon (JS) divergence between the empirical joint distribution ob-
tained from the test images and the two estimates: direct estimation of the empirical joint distribution
p(S,C|R) on the training set, and an approximate estimate made by assuming independence as in
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Figure 3: The effect of � on DITC clusters. For 20 words p (R|wt) is plotted in dotted grey lines.
DITC is used to obtain ten portmanteau means p (R|Wj) are plotted in different colors. On the
left is shown the final clustering for � = 1.0. Note that none of the portmanteau means are espe-
cially discriminative for one particular class. On the right, however, for � = 5.0 each portmanteau
concentrates on discriminating one class.

equation (2). Results are provided as a function of the number of training images for two large
datasets. A low JS-divergence means a better estimate of the true joint-cue distribution. The plot-
ted lines show the curves for a color cue vocabulary of 100 words and a shape cue vocabulary of
5,000 words, resulting in a product vocabulary of 500,000 words. On both datasets we see that the
independence assumption actually leads to a better or equally good estimate of the joint distribution.
Increasing the number of training samples, or starting with smaller color and shape vocabularies
and hence reducing the number of parameters to estimate, will improve direct empirical estimates
of p(S,C). However, figure 1 shows that for typical vocabulary settings on large datasets the inde-
pendence assumption results in equivalently good or better estimates of the joint distribution.

2.3 Cue weighting

Constructing the compact portmanteau vocabularies based on the independence assumption signifi-
cantly reduces the number of parameters to estimate. Furthermore, as we will see in this section, it
allows us to control the relative contribution of color and shape cues in the final representation.

We introduce a weighting parameter ↵ 2 [0, 1] in the estimate of p(C, S):

p↵(sm, cn|R) / p(sm|R)↵p(cn|R)1�↵ (3)

where an ↵ close to zero results in a larger influence of the color words, and a ↵ close to one leads
to a vocabulary which focuses predominantly on shape.

To illustrate the influence of ↵ on the vocabulary construction, we show samples from portmanteau
words obtained on the Oxford Flower-102 dataset (see figure 4) in figure 2. The DITC algorithm is
applied to reduce the product vocabulary of 500,000 compound words to 100 portmanteau words.
For settings of ↵ 2 {0.1, 0.5, 0.9} we show five of the hundred words. Each word is represented by
one hundred randomly sampled patches from the dataset which have been assigned to the word. The
effect of changing the ↵ can be clearly seen. For low ↵ the Portmanteau words exhibit homogeneity
of color but lack within-cluster shape consistency. On the other hand for high ↵ the words show
strong shape homogeneity such as low and high frequency lines and blobs, while color is more
uniformly distributed. For a setting of ↵ = 0.5 the clustering is more consistent in both color and
shape.

Additionally, another parameter � is introduced:

p↵,�(sm, cn|R) /
�
p(sm|R)↵p(cn|R)1�↵

�� (4)

To illustrate the influence of � consider the following experiment on synthetic data. We generate a
set of 100 words which have random discriminative power p (R|wt) over L = 10 classes. In figure 3
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Yuning Chai, Victor S. Lempitsky, Andrew Zisserman: BiCoS: A Bi-level co-
segmentation method for image classification. ICCV 2011!

Building super-pixels as image features from color and SIFT. !

Using GrabCut to pre-segment foreground, then iteratively 
using classification and segmentation to enhance both 
segmentation and classification results.  

!

Overall accuracy: 80.0%!

Related Works
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Figure 1. The diagram of our method (BiCoS) shown for 2 (out of 15) training images from one class of the Oxford Flowers-17 dataset.
BiCoS starts with GrabCut at the pixel-level applied to each image independently. Each superpixel (superimposed) is then assigned to
foreground or background and mapped to a descriptor space, where the optimal separating hyperplane is found. The pixels in each image
are then assigned values according to the margins of the respective superpixels, and such soft segmentation map is then used to fit color
Gaussian mixtures and apply pixel-level graph cut to each image.

way. Despite their simplicity, the proposed algorithms came
out on top both in terms of the segmentation accuracy and
in terms of the classification accuracy obtained by the vi-
sual classifier trained on the segmented training set. We
then extend the experimental evaluation to the recently in-
troduced Caltech-UCSD bird species dataset [40], which is
very difficult for both segmentation and recognition.

Closely related to co-segmentation algorithms, is the
group of approaches that deal with an unlabeled image set
of an unknown class and aim to simultaneously segment
the images and build a loose geometric model of that class
[3, 4, 22, 34, 41]. These algorithms are typically evaluated
and achieve excellent results on the viewpoint-constrained
datasets (Weizmann Horses [7], Caltech-4 [21]), where their
geometric modeling is very appropriate. In contrast, BiCoS
algorithms do not attempt to build any geometric models
and are therefore applicable to image sets of highly non-
rigid classes under extreme variations of viewpoints (such
as user photographs of flowers taken in unconstrained set-
ting). Nevertheless, we evaluate BiCoS on a number of
viewpoint-constrained datasets, finding out that, despite the
lack of geometric modeling, the performance of BiCoS is
rather competitive with many of the recent geometry-based
methods.

2. Related work
In the next section, we review the GrabCut method of

Rother et al. [30] used at the bottom level of BiCoS. The
discriminative learning in the space of superpixel descrip-
tors used at the top level has been employed within seman-
tic segmentation methods such as [13, 15, 17], which are
trained in a supervised way.

Among the unsupervised co-segmentation algorithms,
discriminative learning on superpixels is used by Joulin
et al. [19]. The optimization framework of [19] simul-
taneously enforces spatial smoothness within each image
as well as finding the foreground-background boundary in

the superpixel space. Unlike [19], BiCoS decouples spatial
smoothness enforcement and classification of superpixels,
so that these two steps are performed consecutively rather
than simultaneously. We demonstrate experimentally that,
despite the sub-optimality that such alternation-based ap-
proach might bring, BiCoS consistently attains higher seg-
mentation accuracies, while being applicable to much larger
image sets than [19].

Alexe et al. [3] is another very recent work closely re-
lated to ours, as their system also uses superpixels to propa-
gate information across multiple images. Such propagation
is however achieved through binary-label Conditional Ran-
dom Field (CRF) with unary potentials derived in a gener-
ative fashion as opposed to discriminative learning (SVM)
used within BiCoS. Despite the use of explicit geometric
modeling within [3], the experimental comparison revealed
that BiCoS is able to achieve similar or higher segmentation
accuracy for several viewpoint-constrained datasets, where
their loose geometric model is appropriate.

Another co-segmentation work that adopts an alternation
strategy similar to the bi-level architecture of BiCoS is Ba-
tra et al. [5]. Their appearance models are however based
purely on color (and hence are too limited for many sce-
narios). Their focus is also on interactive user supervision,
rather than the fully unsupervised scenario used by most
other co-segmentation works, as well as ours.

3. Segmentation methods

We start with a review of GrabCut [30] that works at sin-
gle image level. We then introduce the BiCoS method that
is based on the combination of GrabCut and discriminative
learning in the superpixel descriptor space. After that, we
demonstrate how the proposed method may be modified to
work with a dataset of multiple image sets with shared back-
ground patterns (a scenario typical for image classification
as discussed above).
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Angelova A, Zhu S, Lin Y, Wong J, Specht CD: Development and Deployment of 
a Large-Scale Flower Recognition Mobile App. Tech. Report 2013!

Building flower recognition on mobile devices. !

Using HOG at 4 different levels and Local Linear Coding to 
create global learning dictionary, learned by SVM.!

Segments foregrounds with user hints.!

!

Overall accuracy: 82.3%!

Related Works

(a) Take a picture. (b) Returned suggested classes. (c) View images to compare.

(d) Select a class. (e) Suggest a label, if incorrect. (f) User’s collection of flowers.

(g) Information about the flower. (h) Information about where it grows. (i) Images that belong to this class.

Figure 7: A walk-through of the app functionalities.
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Bag of Visual Words!

!

!

!

!

!

Related WorksOrigin 1: Texture recognition

• Texture is characterized by the repetition of basic 
elements or textons

• For stochastic textures, it is the identity of the textons, 
not their spatial arrangement, that matters

Julesz, 1981; Cula & Dana, 2001; Leung & Malik 2001; Mori, Belongie & Malik, 2001; Schmid
2001; Varma & Zisserman, 2002, 2003; Lazebnik, Schmid & Ponce, 2003
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Bag of Visual Words!
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Related WorksOrigin 1: Texture recognition

• Texture is characterized by the repetition of basic 
elements or textons

• For stochastic textures, it is the identity of the textons, 
not their spatial arrangement, that matters

Julesz, 1981; Cula & Dana, 2001; Leung & Malik 2001; Mori, Belongie & Malik, 2001; Schmid
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Calculate some 
distinctive 

representations 
from all individual 
descriptors using 

K-means 
algorithm.
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Related Works
Origin 1: Texture recognition

Universal texton dictionary

histogram

Julesz, 1981; Cula & Dana, 2001; Leung & Malik 2001; Mori, Belongie & Malik, 2001; Schmid
2001; Varma & Zisserman, 2002, 2003; Lazebnik, Schmid & Ponce, 2003

Then, project all 
descriptors onto 
these means to 

obtain a 
histogram of each 

image.!
!

Using the 
histogram as the 

vector.
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Related Works

Fisher Kernel!

1. Quantizing all individual descriptors by Gaussian 
mixture model. 
2. Then, the Fisher vectors can be  
obtained by:!

!

!

Improving the Fisher Kernel for Large-Scale Image Classification 145

The contributions of this paper are two-fold:

1. First, we propose several well-motivated improvements over the original
Fisher representation and show that they boost the classification accuracy.
For instance, on the PASCAL VOC 2007 dataset we increase the Aver-
age Precision (AP) from 47.9% to 58.3%. On the CalTech 256 dataset we
also demonstrate state-of-the-art performance. A major advantage is that
these results are obtained using only SIFT descriptors and costless linear
classifiers. Equipped with this representation, we can then explore image
classification on a larger scale.

2. Second, we compare two abundant sources of training images to learn image
classifiers: ImageNet2 [23] and Flickr groups3. In an evaluation involving
hundreds of thousands of training images we show that classifiers learned
on Flickr groups perform surprisingly well (although Flickr groups were not
intended for this purpose) and that they can nicely complement classifiers
learned on more carefully annotated datasets.

The remainder of this article is organized as follows. In the next section we pro-
vide a brief overview of the FK. In section 3 we describe the proposed improve-
ments and in section 4 we evaluate their impact on the classification accuracy. In
section 5, using this improved representation, we compare ImageNet and Flickr
groups as sources of labeled training material to learn image classifiers.

2 The Fisher Vector

Let X = {xt, t = 1 . . . T } be the set of T local descriptors extracted from an
image. We assume that the generation process of X can be modeled by a prob-
ability density function uλ with parameters λ 4. X can be described by the
gradient vector [21]:

GX
λ =

1
T
∇λ log uλ(X). (1)

The gradient of the log-likelihood describes the contribution of the parameters
to the generation process. The dimensionality of this vector depends only on the
number of parameters in λ, not on the number of patches T . A natural kernel
on these gradients is [21]:

K(X, Y ) = GX
λ

′
F−1

λ GY
λ (2)

where Fλ is the Fisher information matrix of uλ:

Fλ = Ex∼uλ [∇λ log uλ(x)∇λ log uλ(x)′] . (3)

2 http://www.image-net.org
3 http://www.flickr.com/groups
4 We make the following abuse of notation to simplify the presentation: λ denotes

both the set of parameters of u as well as the estimate of these parameters.
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As Fλ is symmetric and positive definite, it has a Cholesky decomposition
Fλ = L′

λLλ and K(X, Y ) can be rewritten as a dot-product between normalized
vectors Gλ with:

GX
λ = LλGX

λ . (4)

We will refer to GX
λ as the Fisher vector of X . We underline that learning a

kernel classifier using the kernel (2) is equivalent to learning a linear classifier
on the Fisher vectors GX

λ . As explained earlier, learning linear classifiers can be
done extremely efficiently.

We follow [22] and choose uλ to be a Gaussian mixture model (GMM): uλ(x) =!K
i=1 wiui(x). We denote λ = {wi, µi, Σi, i = 1 . . .K} where wi, µi and Σi are

respectively the mixture weight, mean vector and covariance matrix of Gaussian
ui. We assume that the covariance matrices are diagonal and we denote by σ2

i

the variance vector. The GMM uλ is trained on a large number of images using
Maximum Likelihood (ML) estimation . It is supposed to describe the content
of any image. We assume that the xt’s are generated independently by uλ and
therefore:

GX
λ =

1
T

T"

t=1

∇λ log uλ(xt). (5)

We consider the gradient with respect to the mean and standard deviation pa-
rameters (the gradient with respect to the weight parameters brings little addi-
tional information). We make use of the diagonal closed-form approximation of
[22], in which case the normalization of the gradient by Lλ = F−1/2

λ is simply a
whitening of the dimensions. Let γt(i) be the soft assignment of descriptor xt to
Gaussian i:

γt(i) =
wiui(xt)!K

j=1 wjuj(xt)
. (6)

Let D denote the dimensionality of the descriptors xt. Let GX
µ,i (resp. Gσ,i) be the

D-dimensional gradient with respect to the mean µi (resp. standard deviation
σi) of Gaussian i. Mathematical derivations lead to:

GX
µ,i =

1
T
√

wi

T"

t=1

γt(i)
#

xt − µi

σi

$
, (7)

GX
σ,i =

1
T
√

2wi

T"

t=1

γt(i)
%
(xt − µi)2

σ2
i

− 1
&

, (8)

where the division between vectors is as a term-by-term operation. The final
gradient vector GX

λ is the concatenation of the GX
µ,i and GX

σ,i vectors for i = 1 . . .K
and is therefore 2KD-dimensional.
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Proposed Framework
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Contour 
Feature

Training / 
Recognition
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Color Feature

Color Spaces Options:!

1. All bits from RGB as 768-D vector.!

2. a* b* components from La*b* as 512-D vector.!

3. Hue component from HSV as 256-D vector.
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Color Feature
Performance of Color Spaces Options:!

!

!

!

!

Observation: RGB is the best choice for color 
feature.!

RGB (768-D 
vector)

La*b* (512-D 
vector)

HSV (256-D 
vector)

Linear SVM 43.8% 37.4% 27.1%

Polynomial 
SVM

40.9% 35.7% 27.1%

Radial SVM 18.9% 20.6% 23.7%
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SIFT Feature

SIFT Feature Options:!

1. Picking up 20 SIFT features with highest scales. 
Dimension = 20 * 128 = 2560.!

2. Using Bag of Visual Words to quantize SIFT 
descriptors into 2000-dimensional histograms.!

3. Using Gaussian mixture model to quantize SIFT 
descriptors into 2000-dimensional Fisher vectors.
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SIFT Feature
Performance of SIFT Options:!

!

!

!

!

Observation: Fisher Vector is the best quantization 
method for SIFT features.!

Top Twenty 
(2560-D vector)

BOVW (2000-
D vector)

Fisher (2000-D 
vector)

Linear SVM 45.3% 55.7% 60.1%

Polynomial 
SVM

43.8% 55.7% 58.4%

Radial SVM 25.7% 26.3% 30.5%
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Texture Feature

Texture Feature Options:!

1. Edge specification by Gabor Filter.!

2. Edge specification by Gradients.!

3. Histogram of Gradient (HOG).!

4. Quantized by BOVW or Fisher Kernel.
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Texture Feature
Performance of Texture Options:!

!

!

!

!

Observation: HOG quantized by BOVW is the 
best choice for texture representation.!

Gabor + 
BOVW

Gradients 
+ BOVW

HOGs + 
BOVW

Gabor + 
Fisher

Gradients 
+ Fisher

HOGs + 
Fisher

Linear 
SVM 25.8% 25.8% 37.4% 20.4% 17.3% 28.1%

Polynom
ial SVM 25.8% 25.8% 37.4% 20.4% 17.3% 28.1%

Radial 
SVM 14.7% 8.7% 23.9% 11.2% 8.7% 17.6%

19



Contour Feature

Contour specification:!

For each image of flower, we collect the contour 
feature from the foreground mask only by:!

1. computing histograms of boundary in both 
vertical and horizontal directions, and!

2. convolving the original mask with 4-directions of 
edge enhancement filters.
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Experiments

The dataset of Oxford 
Visual Geometry Group 
contains the images of:!

102 types of flowers, and!

each type has 80 
images.
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Experiments

80 photos per 
flower

40 for training 20 for testing 20 for 
validating
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Experiments

The impact of each feature selection:

Color only SIFT only Texture 
only

Contour 
only

Linear 
SVM 43.8% 60.1% 37.4% 29.4%

Color + 
SIFT 

Color + SIFT 
+ Texture

Color + SIFT 
+ Texture + 
Contour

State of the 
art

Linear 
SVM 73.5% 78.1% 85.5% 82.3%
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Experiments

The impact of each feature selection:

Color only SIFT only Texture 
only

Contour 
only

Linear 
SVM 43.8% 60.1% 37.4% 29.4%

Color + 
SIFT 

Color + SIFT 
+ Texture

Color + SIFT 
+ Texture + 
Contour

State of the 
art

Linear 
SVM 73.5% 78.1% 85.5% 82.3%

RGB Fisher HOG
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Limitation

1. No matter the new image is for training or recognizing, 
users must provide foreground hints for segmentation.!

2. We should provided an existing flower database and 
trained before receiving any recognition query.!

3. Even though the recognition rate is above the state-of-
the-art, it is still below 90%.!

4. The quality of flower images must be good, i.e. low 
tolerance for poor-captured images. 
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Conclusion

1. Proposed flower recognition framework consists of:!

user-hinted foreground segmentation,!

color distribution of the flowers,!

distinctive SIFT features of the flowers,!

texture of the flowers,!

shape contour of the flowers.
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Conclusion

2. We investigate 3 possible implementations over 
color, SIFT, and texture features to identify the 
most suitable descriptors for flowers.!

3. In addition to state-of-the-art, we take the 
contour of the foreground  into consideration.!

4. Our vector dimensionality is 3 times larger than 
state-of-the-art, improving +4% accuracy.
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Conclusion

5. According to the experimental results:!

RGB color space is the best representation for 
color feature,!

Fisher Vector quantization method performs 
slightly better than Bag of Visual Words,!

Histogram of Gradient describes the flower 
textures better than other methods.
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Conclusion

5. By combining RGB vectors, SIFT with Fisher 
vectors, HOG with BOVW vectors, and contour 
vectors, and using linear SVM for training and 
classification, we reveals a slightly better 
recognition rate than state-of-the-art approaches.
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End Of Presentation

Thanks for your attention!!

Q/A time!
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