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Introduction



Introduction

What can we do when we 
try to let machines to learn? 

1. Kernel Density Estimation 

2. Spectral Clustering 

3. Manifold Learning 

4. Semi-Supervised Learning



Background

Given a query q, database χ 

search whole database: O(χ) 

sub-linear search o(χ) via 
apprxi. nearest search (ANN) 

logarithmic search O(log(χ)) 
via KD trees, ball trees, ……



Background

Pros and Cons: 

Linear Searches: small extra memory 
usage, huge time complexity. 

Tree Searches: small time complexity, 
huge memory usage for extra high-
dimensional data representation.



Compromise

Idea: 
Given n D-dimensional vectors, 
transform them into K-bit binary codes Y. 

Goal: 
Learning a hash function for generating 
these codes, and predict data via the 
code representation.



Introduction

The k-th hash function is: 

hk(x)=sgn(f(wk
Tx+bk)), 

where x: data point, wk: projection 
vector, bk: threshold, f(.): arbitrary 
function. 

Then the binary hash bit yk(x)=(1+hk(x))/2



Low-level Feature

Illustration

Original Image

0001101011

Binary Representation

y0 y1 y2 ………………



Learning Types

Supervised Learning: slower 
training, overfitting 

Un-Supervised Learning: 
unknown accuracy 

Proposed Semi-Supervised 
Learning: combining both 
sup and un-sup terms.



Semi-Supervised 
Paradigm



Accuracy Fitness Term

Given X <- RDxn, Y <- BKxn, let X be 
normalized as 0-mean, and the hash 
function: hk(x)=sgn(f(wk

Tx+bk)), then the 
binary hash bit yk(x)=(1+hk(x))/2. 

Therefore, we want to learn projection 
vectors W=[w1, w2, …, wK] from data. 

W yields same bit for (xi,xj) is a neighbor pair 
and vice versa.



Accuracy Fitness Term

So, the objective function J(H) measuring 
the empirical accuracy for hash functions 
H=[h1, h2, …, hK] can be defined as: 

!

However, assuming not all data points 
are well-labeled, we need do some 
sampling operations. 

Let H ¼ ½h1; . . . ; hK # be a sequence of K hash functions and
W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as

JðHÞ ¼
X

k

X

ðxi;xjÞ2M
hkðxiÞhkðxjÞ '

X

ðxi;xjÞ2C
hkðxiÞhkðxjÞ

8
<

:

9
=

;:

ð13Þ

One can express the above objective function in a compact
matrix form by first defining a matrix S 2 IRl$l incorporat-
ing the pairwise labeled information from Xl as

Sij ¼
1: ðxi;xjÞ 2M
'1: ðxi;xjÞ 2 C

0: otherwise:

8
<

: ð14Þ

Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as

JðHÞ ¼ 1

2
trfHðXlÞSHðXlÞ>g

¼ 1

2
trfsgnðW>XlÞS sgnðW>XlÞ>g;

ð15Þ

where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as

JðWÞ ¼
X

k

X

ðxi;xjÞ2M
w>k xix

>
j wk '

X

ðxi;xjÞ2C
w>k xix

>
j wk

8
<

:

9
=

;:

ð17Þ

Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
tr
!
W>XlSX>l W

"
: ð18Þ

3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
X

k

var½hkðxÞ# ¼
X

k

var
#
sgn
$
w>k x

%&
: ð19Þ

Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.



Accuracy Fitness Term

Assume we pick l well-labeled data from 
the whole dataset, say Xl, then define S: 

!

Where M means (xi,xj) is a neighbor pair 
and C otherwise. Then J becomes: 

!

Let H ¼ ½h1; . . . ; hK # be a sequence of K hash functions and
W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as
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One can express the above objective function in a compact
matrix form by first defining a matrix S 2 IRl$l incorporat-
ing the pairwise labeled information from Xl as

Sij ¼
1: ðxi;xjÞ 2M
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0: otherwise:
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Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as

JðHÞ ¼ 1

2
trfHðXlÞSHðXlÞ>g

¼ 1

2
trfsgnðW>XlÞS sgnðW>XlÞ>g;
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where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as

JðWÞ ¼
X
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Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
tr
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W>XlSX>l W
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3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
X

k

var½hkðxÞ# ¼
X
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Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.

Let H ¼ ½h1; . . . ; hK # be a sequence of K hash functions and
W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as
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One can express the above objective function in a compact
matrix form by first defining a matrix S 2 IRl$l incorporat-
ing the pairwise labeled information from Xl as

Sij ¼
1: ðxi;xjÞ 2M
'1: ðxi;xjÞ 2 C

0: otherwise:
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Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as

JðHÞ ¼ 1

2
trfHðXlÞSHðXlÞ>g

¼ 1

2
trfsgnðW>XlÞS sgnðW>XlÞ>g;
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where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as

JðWÞ ¼
X
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Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
tr
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W>XlSX>l W
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3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
X

k

var½hkðxÞ# ¼
X

k

var
#
sgn
$
w>k x
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Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.

Let H ¼ ½h1; . . . ; hK # be a sequence of K hash functions and
W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as

JðHÞ ¼
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One can express the above objective function in a compact
matrix form by first defining a matrix S 2 IRl$l incorporat-
ing the pairwise labeled information from Xl as

Sij ¼
1: ðxi;xjÞ 2M
'1: ðxi;xjÞ 2 C

0: otherwise:
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Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as

JðHÞ ¼ 1

2
trfHðXlÞSHðXlÞ>g

¼ 1

2
trfsgnðW>XlÞS sgnðW>XlÞ>g;

ð15Þ

where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as

JðWÞ ¼
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Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
tr
!
W>XlSX>l W

"
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3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
X

k

var½hkðxÞ# ¼
X
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var
#
sgn
$
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Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.
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W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as
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One can express the above objective function in a compact
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ing the pairwise labeled information from Xl as
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Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as
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¼ 1

2
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where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as
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Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
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3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
X

k

var½hkðxÞ# ¼
X

k

var
#
sgn
$
w>k x
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Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.

Let H ¼ ½h1; . . . ; hK # be a sequence of K hash functions and
W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as

JðHÞ ¼
X

k
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One can express the above objective function in a compact
matrix form by first defining a matrix S 2 IRl$l incorporat-
ing the pairwise labeled information from Xl as

Sij ¼
1: ðxi;xjÞ 2M
'1: ðxi;xjÞ 2 C

0: otherwise:

8
<

: ð14Þ

Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as

JðHÞ ¼ 1

2
trfHðXlÞSHðXlÞ>g

¼ 1

2
trfsgnðW>XlÞS sgnðW>XlÞ>g;

ð15Þ

where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as

JðWÞ ¼
X

k
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Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
tr
!
W>XlSX>l W

"
: ð18Þ

3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
X

k

var½hkðxÞ# ¼
X
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#
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Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.

Let H ¼ ½h1; . . . ; hK # be a sequence of K hash functions and
W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as

JðHÞ ¼
X

k

X

ðxi;xjÞ2M
hkðxiÞhkðxjÞ '

X

ðxi;xjÞ2C
hkðxiÞhkðxjÞ
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One can express the above objective function in a compact
matrix form by first defining a matrix S 2 IRl$l incorporat-
ing the pairwise labeled information from Xl as

Sij ¼
1: ðxi;xjÞ 2M
'1: ðxi;xjÞ 2 C

0: otherwise:

8
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: ð14Þ

Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as

JðHÞ ¼ 1

2
trfHðXlÞSHðXlÞ>g

¼ 1

2
trfsgnðW>XlÞS sgnðW>XlÞ>g;

ð15Þ

where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as

JðWÞ ¼
X

k

X
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w>k xix

>
j wk '

X

ðxi;xjÞ2C
w>k xix

>
j wk

8
<

:

9
=

;:

ð17Þ

Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
tr
!
W>XlSX>l W

"
: ð18Þ

3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
X

k

var½hkðxÞ# ¼
X
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#
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$
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Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.



Regularization Term

Why? 
Both of them satisfy pairwised labeling, 
but right one yields better entropy. 

!

!
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Let H ¼ ½h1; . . . ; hK # be a sequence of K hash functions and
W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as

JðHÞ ¼
X

k

X

ðxi;xjÞ2M
hkðxiÞhkðxjÞ '

X

ðxi;xjÞ2C
hkðxiÞhkðxjÞ
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One can express the above objective function in a compact
matrix form by first defining a matrix S 2 IRl$l incorporat-
ing the pairwise labeled information from Xl as

Sij ¼
1: ðxi;xjÞ 2M
'1: ðxi;xjÞ 2 C

0: otherwise:

8
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: ð14Þ

Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as

JðHÞ ¼ 1

2
trfHðXlÞSHðXlÞ>g

¼ 1

2
trfsgnðW>XlÞS sgnðW>XlÞ>g;

ð15Þ

where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as

JðWÞ ¼
X

k
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Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
tr
!
W>XlSX>l W

"
: ð18Þ

3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
X
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var½hkðxÞ# ¼
X
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Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.



Regularization Term

It’s obviously to prove that maximum 
entropy equals to maximum variance. 

Thus, the primary regularization term 
R(W)can be defined as:  

 Non-differentiable, hard to calculate. 

Let H ¼ ½h1; . . . ; hK # be a sequence of K hash functions and
W ¼ ½w1; . . . ;wK # 2 IRD$K . We want to learn a W that
gives the same bits for ðxi;xjÞ 2 M and different bits for
ðxi;xjÞ 2 C. An objective function measuring the empirical
accuracy on the labeled data for a family of hashing
functions H can be defined as

JðHÞ ¼
X
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One can express the above objective function in a compact
matrix form by first defining a matrix S 2 IRl$l incorporat-
ing the pairwise labeled information from Xl as

Sij ¼
1: ðxi;xjÞ 2M
'1: ðxi;xjÞ 2 C

0: otherwise:

8
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Also, suppose HðXlÞ 2 IBK$l maps the points in Xl to their
K-bit hash codes. Then, the objective function JðHÞ can be
represented as

JðHÞ ¼ 1

2
trfHðXlÞSHðXlÞ>g

¼ 1

2
trfsgnðW>XlÞS sgnðW>XlÞ>g;

ð15Þ

where sgnðW>XlÞ is the matrix of signs of individual
elements. In summary, we intend to learn optimal hashing
functions H by maximizing the objective function as

H( ¼ arg max
H

JðHÞ: ð16Þ

Since the objective function JðHÞ itself is nondifferentiable,
the above problem is difficult to solve even without
considering any regularizer. We first present a simple
relaxation of the empirical fitness.

In the relaxed version of the objective function, we
replace the sign of projection with its signed magnitude in
(13). This relaxation is quite intuitive in the sense that it not
only desires similar points to have the same sign but also
large projection magnitudes, meanwhile projecting dissim-
ilar points not only with different signs but also as far as
possible. With this relaxation, the new objective can be
directly written as a function of W as

JðWÞ ¼
X
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Without loss of generality, we also assume kwkk ¼ 1; 8k.
The above function can be expressed in a matrix form as

JðWÞ ¼ 1

2
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W>XlSX>l W
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3.2 Information Theoretic Regularization

Maximizing empirical accuracy for just a few pairs can lead
to severe overfitting, as illustrated in Fig. 1. To get better
generalization ability, one needs to add regularization by
incorporating conditions that lead to desirable properties of

hash codes. Even though empirical fitness uses only labeled
data, the regularization term uses all the data X, both
unlabeled and labeled, leading to a semi-supervised learning
paradigm. Hence, we use a regularizer which utilizes both
labeled and unlabeled data. From the information-theoretic
point of view, one would like to maximize the information
provided by each bit [30]. Using maximum entropy
principle, a binary bit that gives balanced partitioning of X
provides maximum information. Thus, it is desired to havePn

i¼1 hkðxiÞ ¼ 0. However, finding mean-thresholded hash
functions that meet the balancing requirement is hard.
Instead, we use this property to construct a regularizer for
the empirical accuracy given in (18). We now show that
maximum entropy partitioning is equivalent to maximizing
the variance of a bit.

Proposition 3.1 (Maximum variance condition). A hash
function with maximum entropy HðhkðxÞÞ must maximize
the variance of the hash values and vice versa, i.e.,

max HðhkðxÞÞ() max var½hðxÞ#:

Proof. Assume hk has a probability p of assigning the hash
value hkðxÞ ¼ 1 to a data point and 1' p for hkðxÞ ¼ '1.
The entropy of hkðxÞ can be computed as

HðhkðxÞÞ ¼ 'p log2 p' ð1' pÞ log2ð1' pÞ:

It is easy to show that the maximum entropy is
max HðhkðxÞÞ ¼ 1 when the partition is balanced, i.e.,
p ¼ 1=2. Now, we show that balanced partitioning
implies maximum bit variance. The mean of hash value
is E½hðxÞ# ¼ ! ¼ 2p' 1 and the variance is

var½hkðxÞ# ¼ E½ðhkðxÞ ' !Þ2#
¼ 4ð1' pÞ2pþ 4p2ð1' pÞ ¼ 4pð1' pÞ:

Clearly, var½hðxÞ# is concave with respect to p and its
maximum is reached at p ¼ 1=2, i.e., balanced partition-
ing. Also, since var½hðxÞ# has a unique maximum, it is
easy to see that the maximum variance partitioning also
maximizes the entropy of the hash function. tu
Using the above proposition, the regularizer term is

defined as

RðWÞ ¼
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Maximizing the above function with respect to W is still
hard due to its nondifferentiability. To overcome this
problem, we now show that the maximum variance of a
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Fig. 1. An illustration of partitioning with maximum empirical fitness and
entropy. Both of the partitions satisfy the given pairwise labels, while the
right one is more informative due to higher entropy.



Regularization Term

Also, it can be proved by Cauchy-
Schwarz inequality that max variance of 
hash function is lower bounded by scaled 
variance of projection: 

!

!

hash function is lower bounded by the scaled variance of
the projected data.

Proposition 3.2 (Lower bound on maximum variance of a
hash function). The maximum variance of a hash function is
lower bounded by the scaled variance of the projected data, i.e.,
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"
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where ! is a positive constant.

Proof. Suppose kxik2 ' " 8i;" > 0. Since kwkk2 ¼ 1 8k,
from the Cauchy-Schwarz inequality:
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Here, we have used the properties that the data are zero
centered, i.e., E½w>k x$ ¼ 0, and for maximum bit variance
E½sgnðw>k xÞ$ ¼ 0. tu
Given the above proposition, we use the lower bound on

the maximum variance of a hash function as a regularizer,
which is easy to optimize, i.e.,
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3.3 Final Objective Function
Combining the relaxed empirical fitness term from (18) and
the relaxed regularization term from (20), the overall semi-
supervised objective function is given as

JðWÞ ¼ 1

2
tr
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2
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! "
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where the constants n and " are absorbed in the coefficient #
and

M ¼ XlSX>l þ #XX>: ð22Þ

We refer to matrix M as the adjusted covariance matrix. It is
interesting to note the form of M, where the unsupervised
data variance part XXT gets adjusted by XlSX>l W arising
from the pairwise labeled data.

4 PROJECTION LEARNING

4.1 Orthogonal Projection Learning

While learning compact codes, in addition to each bit being
highly informative, one would like to avoid redundancy in
bits as much as possible. One way to achieve this is by
making the projection directions orthogonal, i.e.,

W* ¼ arg max
W

JðWÞ

subject to W>W ¼ I:
ð23Þ

Now, the learning of optimal projections W becomes a
typical eigenproblem, which can be easily solved by doing
an eigenvalue decomposition on matrix M:

max
W

JðWÞ ¼
XK

k¼1

$k

W* ¼ ½e1 & & & eK $;
ð24Þ

where $1 > $2 > & & & > $K are the top eigenvalues of M and
ek, k ¼ 1; . . . ; K, are the corresponding eigenvectors.

Mathematically, it is very similar to finding maximum
variance direction using PCA except that the original
covariance matrix gets “adjusted” by another matrix arising
from the labeled data. Hence, our framework provides an
intuitive and easy way to learn hash functions in a semi-
supervised paradigm.

4.2 Nonorthogonal Projection Learning

In the previous section, we imposed orthogonality con-
straints on the projection directions in order to approximately
decorrelate the hash bits. However, these orthogonality
constraints sometimes lead to a practical problem. It is well
known that for most real-world datasets, most of the variance
is contained in the top few projections. The orthogonality
constraints force one to progressively pick those directions
that have very low variance, substantially reducing the
quality of lower bits, and hence the whole embedding. We
empirically verify this behavior in Section 5. Depending on
the application, it may make sense to pick a direction that is
not necessarily orthogonal to the previous directions but has
high variance as well as low empirical error on the labeled set.
On the other hand, one doesn’t want to pick a previous
direction again since the fixed thresholds will generate the
same hash codes in our case. Hence, instead of imposing hard
orthogonality constraints, we convert them into a penalty
term added to the objective function. This allows the learning
algorithm to pick suitable directions by balancing various
terms. With this, one can write the new objective function as

JðWÞ ¼ 1

2
trfW>MWg+ %

2
kW>W+ Ik2

F

¼ 1

2
trfW>MWg+ %

2
tr½ðW>W+ IÞ>ðW>W+ IÞ$:

ð25Þ

The new formulation has certain tolerance to nonorthogon-
ality, which is modulated by a positive coefficient %.
However, the above objective function is nonconvex and
there is no easy way to find the global solution unlike the
previous case. To maximize the objective function J with
respect to W, we set the derivative to zero and absorb all
constants into % as

@JðWÞ
@W

¼ 0) WW> + I+ 1

%
M

( )
W ¼ 0: ð26Þ

Though the above equation admits infinite number of
solutions, since W has a nonempty nullspace we can obtain
a solution by ensuring

WW>W ¼ Iþ 1

%
M

( )
W: ð27Þ
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Then the final objective function can be 
given as: 
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hash function is lower bounded by the scaled variance of
the projected data.

Proposition 3.2 (Lower bound on maximum variance of a
hash function). The maximum variance of a hash function is
lower bounded by the scaled variance of the projected data, i.e.,

max var½hkðxÞ$ % ! & var
!
w>k x

"
;

where ! is a positive constant.
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from the Cauchy-Schwarz inequality:
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Here, we have used the properties that the data are zero
centered, i.e., E½w>k x$ ¼ 0, and for maximum bit variance
E½sgnðw>k xÞ$ ¼ 0. tu
Given the above proposition, we use the lower bound on

the maximum variance of a hash function as a regularizer,
which is easy to optimize, i.e.,
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3.3 Final Objective Function
Combining the relaxed empirical fitness term from (18) and
the relaxed regularization term from (20), the overall semi-
supervised objective function is given as
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where the constants n and " are absorbed in the coefficient #
and

M ¼ XlSX>l þ #XX>: ð22Þ

We refer to matrix M as the adjusted covariance matrix. It is
interesting to note the form of M, where the unsupervised
data variance part XXT gets adjusted by XlSX>l W arising
from the pairwise labeled data.

4 PROJECTION LEARNING

4.1 Orthogonal Projection Learning

While learning compact codes, in addition to each bit being
highly informative, one would like to avoid redundancy in
bits as much as possible. One way to achieve this is by
making the projection directions orthogonal, i.e.,

W* ¼ arg max
W

JðWÞ

subject to W>W ¼ I:
ð23Þ

Now, the learning of optimal projections W becomes a
typical eigenproblem, which can be easily solved by doing
an eigenvalue decomposition on matrix M:

max
W

JðWÞ ¼
XK

k¼1

$k

W* ¼ ½e1 & & & eK $;
ð24Þ

where $1 > $2 > & & & > $K are the top eigenvalues of M and
ek, k ¼ 1; . . . ; K, are the corresponding eigenvectors.

Mathematically, it is very similar to finding maximum
variance direction using PCA except that the original
covariance matrix gets “adjusted” by another matrix arising
from the labeled data. Hence, our framework provides an
intuitive and easy way to learn hash functions in a semi-
supervised paradigm.

4.2 Nonorthogonal Projection Learning

In the previous section, we imposed orthogonality con-
straints on the projection directions in order to approximately
decorrelate the hash bits. However, these orthogonality
constraints sometimes lead to a practical problem. It is well
known that for most real-world datasets, most of the variance
is contained in the top few projections. The orthogonality
constraints force one to progressively pick those directions
that have very low variance, substantially reducing the
quality of lower bits, and hence the whole embedding. We
empirically verify this behavior in Section 5. Depending on
the application, it may make sense to pick a direction that is
not necessarily orthogonal to the previous directions but has
high variance as well as low empirical error on the labeled set.
On the other hand, one doesn’t want to pick a previous
direction again since the fixed thresholds will generate the
same hash codes in our case. Hence, instead of imposing hard
orthogonality constraints, we convert them into a penalty
term added to the objective function. This allows the learning
algorithm to pick suitable directions by balancing various
terms. With this, one can write the new objective function as

JðWÞ ¼ 1

2
trfW>MWg+ %

2
kW>W+ Ik2

F

¼ 1

2
trfW>MWg+ %

2
tr½ðW>W+ IÞ>ðW>W+ IÞ$:

ð25Þ

The new formulation has certain tolerance to nonorthogon-
ality, which is modulated by a positive coefficient %.
However, the above objective function is nonconvex and
there is no easy way to find the global solution unlike the
previous case. To maximize the objective function J with
respect to W, we set the derivative to zero and absorb all
constants into % as

@JðWÞ
@W

¼ 0) WW> + I+ 1

%
M

( )
W ¼ 0: ð26Þ

Though the above equation admits infinite number of
solutions, since W has a nonempty nullspace we can obtain
a solution by ensuring

WW>W ¼ Iþ 1

%
M

( )
W: ð27Þ

2398 IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, VOL. 34, NO. 12, DECEMBER 2012

hash function is lower bounded by the scaled variance of
the projected data.

Proposition 3.2 (Lower bound on maximum variance of a
hash function). The maximum variance of a hash function is
lower bounded by the scaled variance of the projected data, i.e.,

max var½hkðxÞ$ % ! & var
!
w>k x
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;

where ! is a positive constant.

Proof. Suppose kxik2 ' " 8i;" > 0. Since kwkk2 ¼ 1 8k,
from the Cauchy-Schwarz inequality:
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Here, we have used the properties that the data are zero
centered, i.e., E½w>k x$ ¼ 0, and for maximum bit variance
E½sgnðw>k xÞ$ ¼ 0. tu
Given the above proposition, we use the lower bound on

the maximum variance of a hash function as a regularizer,
which is easy to optimize, i.e.,
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3.3 Final Objective Function
Combining the relaxed empirical fitness term from (18) and
the relaxed regularization term from (20), the overall semi-
supervised objective function is given as
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where the constants n and " are absorbed in the coefficient #
and

M ¼ XlSX>l þ #XX>: ð22Þ

We refer to matrix M as the adjusted covariance matrix. It is
interesting to note the form of M, where the unsupervised
data variance part XXT gets adjusted by XlSX>l W arising
from the pairwise labeled data.

4 PROJECTION LEARNING

4.1 Orthogonal Projection Learning

While learning compact codes, in addition to each bit being
highly informative, one would like to avoid redundancy in
bits as much as possible. One way to achieve this is by
making the projection directions orthogonal, i.e.,

W* ¼ arg max
W

JðWÞ

subject to W>W ¼ I:
ð23Þ

Now, the learning of optimal projections W becomes a
typical eigenproblem, which can be easily solved by doing
an eigenvalue decomposition on matrix M:

max
W

JðWÞ ¼
XK

k¼1

$k

W* ¼ ½e1 & & & eK $;
ð24Þ

where $1 > $2 > & & & > $K are the top eigenvalues of M and
ek, k ¼ 1; . . . ; K, are the corresponding eigenvectors.

Mathematically, it is very similar to finding maximum
variance direction using PCA except that the original
covariance matrix gets “adjusted” by another matrix arising
from the labeled data. Hence, our framework provides an
intuitive and easy way to learn hash functions in a semi-
supervised paradigm.

4.2 Nonorthogonal Projection Learning

In the previous section, we imposed orthogonality con-
straints on the projection directions in order to approximately
decorrelate the hash bits. However, these orthogonality
constraints sometimes lead to a practical problem. It is well
known that for most real-world datasets, most of the variance
is contained in the top few projections. The orthogonality
constraints force one to progressively pick those directions
that have very low variance, substantially reducing the
quality of lower bits, and hence the whole embedding. We
empirically verify this behavior in Section 5. Depending on
the application, it may make sense to pick a direction that is
not necessarily orthogonal to the previous directions but has
high variance as well as low empirical error on the labeled set.
On the other hand, one doesn’t want to pick a previous
direction again since the fixed thresholds will generate the
same hash codes in our case. Hence, instead of imposing hard
orthogonality constraints, we convert them into a penalty
term added to the objective function. This allows the learning
algorithm to pick suitable directions by balancing various
terms. With this, one can write the new objective function as

JðWÞ ¼ 1

2
trfW>MWg+ %

2
kW>W+ Ik2

F

¼ 1

2
trfW>MWg+ %

2
tr½ðW>W+ IÞ>ðW>W+ IÞ$:

ð25Þ

The new formulation has certain tolerance to nonorthogon-
ality, which is modulated by a positive coefficient %.
However, the above objective function is nonconvex and
there is no easy way to find the global solution unlike the
previous case. To maximize the objective function J with
respect to W, we set the derivative to zero and absorb all
constants into % as

@JðWÞ
@W

¼ 0) WW> + I+ 1

%
M

( )
W ¼ 0: ð26Þ

Though the above equation admits infinite number of
solutions, since W has a nonempty nullspace we can obtain
a solution by ensuring

WW>W ¼ Iþ 1

%
M

( )
W: ð27Þ
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Non-orthogonal Projection Learning 

Sequential Projection Learning 

Unsupervised Sequential Learning



Orthogonal Projection 
Learning

Want to avoid redundancy by making the 
projection directions orthogonal:  

Thus, learning optimal W becomes a 
eigen-problem: 
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hash function is lower bounded by the scaled variance of
the projected data.

Proposition 3.2 (Lower bound on maximum variance of a
hash function). The maximum variance of a hash function is
lower bounded by the scaled variance of the projected data, i.e.,

max var½hkðxÞ$ % ! & var
!
w>k x
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;

where ! is a positive constant.

Proof. Suppose kxik2 ' " 8i;" > 0. Since kwkk2 ¼ 1 8k,
from the Cauchy-Schwarz inequality:
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Here, we have used the properties that the data are zero
centered, i.e., E½w>k x$ ¼ 0, and for maximum bit variance
E½sgnðw>k xÞ$ ¼ 0. tu
Given the above proposition, we use the lower bound on

the maximum variance of a hash function as a regularizer,
which is easy to optimize, i.e.,

RðWÞ ¼ 1
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3.3 Final Objective Function
Combining the relaxed empirical fitness term from (18) and
the relaxed regularization term from (20), the overall semi-
supervised objective function is given as

JðWÞ ¼ 1

2
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where the constants n and " are absorbed in the coefficient #
and

M ¼ XlSX>l þ #XX>: ð22Þ

We refer to matrix M as the adjusted covariance matrix. It is
interesting to note the form of M, where the unsupervised
data variance part XXT gets adjusted by XlSX>l W arising
from the pairwise labeled data.

4 PROJECTION LEARNING

4.1 Orthogonal Projection Learning

While learning compact codes, in addition to each bit being
highly informative, one would like to avoid redundancy in
bits as much as possible. One way to achieve this is by
making the projection directions orthogonal, i.e.,

W* ¼ arg max
W

JðWÞ

subject to W>W ¼ I:
ð23Þ

Now, the learning of optimal projections W becomes a
typical eigenproblem, which can be easily solved by doing
an eigenvalue decomposition on matrix M:

max
W

JðWÞ ¼
XK

k¼1

$k

W* ¼ ½e1 & & & eK $;
ð24Þ

where $1 > $2 > & & & > $K are the top eigenvalues of M and
ek, k ¼ 1; . . . ; K, are the corresponding eigenvectors.

Mathematically, it is very similar to finding maximum
variance direction using PCA except that the original
covariance matrix gets “adjusted” by another matrix arising
from the labeled data. Hence, our framework provides an
intuitive and easy way to learn hash functions in a semi-
supervised paradigm.

4.2 Nonorthogonal Projection Learning

In the previous section, we imposed orthogonality con-
straints on the projection directions in order to approximately
decorrelate the hash bits. However, these orthogonality
constraints sometimes lead to a practical problem. It is well
known that for most real-world datasets, most of the variance
is contained in the top few projections. The orthogonality
constraints force one to progressively pick those directions
that have very low variance, substantially reducing the
quality of lower bits, and hence the whole embedding. We
empirically verify this behavior in Section 5. Depending on
the application, it may make sense to pick a direction that is
not necessarily orthogonal to the previous directions but has
high variance as well as low empirical error on the labeled set.
On the other hand, one doesn’t want to pick a previous
direction again since the fixed thresholds will generate the
same hash codes in our case. Hence, instead of imposing hard
orthogonality constraints, we convert them into a penalty
term added to the objective function. This allows the learning
algorithm to pick suitable directions by balancing various
terms. With this, one can write the new objective function as

JðWÞ ¼ 1

2
trfW>MWg+ %

2
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tr½ðW>W+ IÞ>ðW>W+ IÞ$:

ð25Þ

The new formulation has certain tolerance to nonorthogon-
ality, which is modulated by a positive coefficient %.
However, the above objective function is nonconvex and
there is no easy way to find the global solution unlike the
previous case. To maximize the objective function J with
respect to W, we set the derivative to zero and absorb all
constants into % as

@JðWÞ
@W

¼ 0) WW> + I+ 1

%
M

( )
W ¼ 0: ð26Þ

Though the above equation admits infinite number of
solutions, since W has a nonempty nullspace we can obtain
a solution by ensuring

WW>W ¼ Iþ 1

%
M

( )
W: ð27Þ
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hash function is lower bounded by the scaled variance of
the projected data.

Proposition 3.2 (Lower bound on maximum variance of a
hash function). The maximum variance of a hash function is
lower bounded by the scaled variance of the projected data, i.e.,

max var½hkðxÞ$ % ! & var
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where ! is a positive constant.

Proof. Suppose kxik2 ' " 8i;" > 0. Since kwkk2 ¼ 1 8k,
from the Cauchy-Schwarz inequality:
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Here, we have used the properties that the data are zero
centered, i.e., E½w>k x$ ¼ 0, and for maximum bit variance
E½sgnðw>k xÞ$ ¼ 0. tu
Given the above proposition, we use the lower bound on

the maximum variance of a hash function as a regularizer,
which is easy to optimize, i.e.,
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3.3 Final Objective Function
Combining the relaxed empirical fitness term from (18) and
the relaxed regularization term from (20), the overall semi-
supervised objective function is given as
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where the constants n and " are absorbed in the coefficient #
and

M ¼ XlSX>l þ #XX>: ð22Þ

We refer to matrix M as the adjusted covariance matrix. It is
interesting to note the form of M, where the unsupervised
data variance part XXT gets adjusted by XlSX>l W arising
from the pairwise labeled data.

4 PROJECTION LEARNING

4.1 Orthogonal Projection Learning

While learning compact codes, in addition to each bit being
highly informative, one would like to avoid redundancy in
bits as much as possible. One way to achieve this is by
making the projection directions orthogonal, i.e.,

W* ¼ arg max
W

JðWÞ

subject to W>W ¼ I:
ð23Þ

Now, the learning of optimal projections W becomes a
typical eigenproblem, which can be easily solved by doing
an eigenvalue decomposition on matrix M:

max
W

JðWÞ ¼
XK

k¼1

$k

W* ¼ ½e1 & & & eK $;
ð24Þ

where $1 > $2 > & & & > $K are the top eigenvalues of M and
ek, k ¼ 1; . . . ; K, are the corresponding eigenvectors.

Mathematically, it is very similar to finding maximum
variance direction using PCA except that the original
covariance matrix gets “adjusted” by another matrix arising
from the labeled data. Hence, our framework provides an
intuitive and easy way to learn hash functions in a semi-
supervised paradigm.

4.2 Nonorthogonal Projection Learning

In the previous section, we imposed orthogonality con-
straints on the projection directions in order to approximately
decorrelate the hash bits. However, these orthogonality
constraints sometimes lead to a practical problem. It is well
known that for most real-world datasets, most of the variance
is contained in the top few projections. The orthogonality
constraints force one to progressively pick those directions
that have very low variance, substantially reducing the
quality of lower bits, and hence the whole embedding. We
empirically verify this behavior in Section 5. Depending on
the application, it may make sense to pick a direction that is
not necessarily orthogonal to the previous directions but has
high variance as well as low empirical error on the labeled set.
On the other hand, one doesn’t want to pick a previous
direction again since the fixed thresholds will generate the
same hash codes in our case. Hence, instead of imposing hard
orthogonality constraints, we convert them into a penalty
term added to the objective function. This allows the learning
algorithm to pick suitable directions by balancing various
terms. With this, one can write the new objective function as

JðWÞ ¼ 1

2
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kW>W+ Ik2

F

¼ 1

2
trfW>MWg+ %

2
tr½ðW>W+ IÞ>ðW>W+ IÞ$:

ð25Þ

The new formulation has certain tolerance to nonorthogon-
ality, which is modulated by a positive coefficient %.
However, the above objective function is nonconvex and
there is no easy way to find the global solution unlike the
previous case. To maximize the objective function J with
respect to W, we set the derivative to zero and absorb all
constants into % as

@JðWÞ
@W

¼ 0) WW> + I+ 1

%
M

( )
W ¼ 0: ð26Þ

Though the above equation admits infinite number of
solutions, since W has a nonempty nullspace we can obtain
a solution by ensuring

WW>W ¼ Iþ 1

%
M
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W: ð27Þ
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Nonrthogonal Projection 
Learning

Orthogonal problems put equal weights 
to every directions, easy to be solved. 

But, in real data, most of variances are 
constrained in the top few projections. 

Instead of imposing hard orthogonality 
constraints, now convert them into soft 
penalty term in to objective function. 



Nonrthogonal Projection 
Learning

Then the new objective function become: 

!

 Let Q = I + M/ρ, by carefully choosing 
value of ρ to ensure Q is positive 
definite, Q can be decomposed to LLT by 
Cholesky decomposition.  

hash function is lower bounded by the scaled variance of
the projected data.

Proposition 3.2 (Lower bound on maximum variance of a
hash function). The maximum variance of a hash function is
lower bounded by the scaled variance of the projected data, i.e.,

max var½hkðxÞ$ % ! & var
!
w>k x

"
;

where ! is a positive constant.

Proof. Suppose kxik2 ' " 8i;" > 0. Since kwkk2 ¼ 1 8k,
from the Cauchy-Schwarz inequality:

##w>k x
##2 ' kwkk2 & kxk2 ' " ¼ " &

##sgn
$
w>k x

%##2

) E
!##sgn

$
w>k x

%##2" % 1

"
E
!##w>k x

##2"

) max var½hkðxÞ$ %
1

"
var
!
w>k x

"
:

Here, we have used the properties that the data are zero
centered, i.e., E½w>k x$ ¼ 0, and for maximum bit variance
E½sgnðw>k xÞ$ ¼ 0. tu
Given the above proposition, we use the lower bound on

the maximum variance of a hash function as a regularizer,
which is easy to optimize, i.e.,
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3.3 Final Objective Function
Combining the relaxed empirical fitness term from (18) and
the relaxed regularization term from (20), the overall semi-
supervised objective function is given as
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where the constants n and " are absorbed in the coefficient #
and

M ¼ XlSX>l þ #XX>: ð22Þ

We refer to matrix M as the adjusted covariance matrix. It is
interesting to note the form of M, where the unsupervised
data variance part XXT gets adjusted by XlSX>l W arising
from the pairwise labeled data.

4 PROJECTION LEARNING

4.1 Orthogonal Projection Learning

While learning compact codes, in addition to each bit being
highly informative, one would like to avoid redundancy in
bits as much as possible. One way to achieve this is by
making the projection directions orthogonal, i.e.,

W* ¼ arg max
W

JðWÞ

subject to W>W ¼ I:
ð23Þ

Now, the learning of optimal projections W becomes a
typical eigenproblem, which can be easily solved by doing
an eigenvalue decomposition on matrix M:

max
W

JðWÞ ¼
XK

k¼1

$k

W* ¼ ½e1 & & & eK $;
ð24Þ

where $1 > $2 > & & & > $K are the top eigenvalues of M and
ek, k ¼ 1; . . . ; K, are the corresponding eigenvectors.

Mathematically, it is very similar to finding maximum
variance direction using PCA except that the original
covariance matrix gets “adjusted” by another matrix arising
from the labeled data. Hence, our framework provides an
intuitive and easy way to learn hash functions in a semi-
supervised paradigm.

4.2 Nonorthogonal Projection Learning

In the previous section, we imposed orthogonality con-
straints on the projection directions in order to approximately
decorrelate the hash bits. However, these orthogonality
constraints sometimes lead to a practical problem. It is well
known that for most real-world datasets, most of the variance
is contained in the top few projections. The orthogonality
constraints force one to progressively pick those directions
that have very low variance, substantially reducing the
quality of lower bits, and hence the whole embedding. We
empirically verify this behavior in Section 5. Depending on
the application, it may make sense to pick a direction that is
not necessarily orthogonal to the previous directions but has
high variance as well as low empirical error on the labeled set.
On the other hand, one doesn’t want to pick a previous
direction again since the fixed thresholds will generate the
same hash codes in our case. Hence, instead of imposing hard
orthogonality constraints, we convert them into a penalty
term added to the objective function. This allows the learning
algorithm to pick suitable directions by balancing various
terms. With this, one can write the new objective function as

JðWÞ ¼ 1

2
trfW>MWg+ %

2
kW>W+ Ik2

F

¼ 1

2
trfW>MWg+ %

2
tr½ðW>W+ IÞ>ðW>W+ IÞ$:

ð25Þ

The new formulation has certain tolerance to nonorthogon-
ality, which is modulated by a positive coefficient %.
However, the above objective function is nonconvex and
there is no easy way to find the global solution unlike the
previous case. To maximize the objective function J with
respect to W, we set the derivative to zero and absorb all
constants into % as

@JðWÞ
@W

¼ 0) WW> + I+ 1

%
M

( )
W ¼ 0: ð26Þ

Though the above equation admits infinite number of
solutions, since W has a nonempty nullspace we can obtain
a solution by ensuring

WW>W ¼ Iþ 1

%
M

( )
W: ð27Þ
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Even though nonorthogonal performs 
better, there are still some flaws: 

1. the result is sensitive to the value of ρ 

2. the result is just one of the infinite 
possibilities. 

Thus, a sequential method is proposed. 
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The idea is update pairwise label matrix S 
by imposing higher weights on pairs 
violated by the previous hash function. 

!

!

!

One can get a simple solution for the above condition if Iþ
1
!M is positive definite. From (21), M is symmetric but not
necessarily positive definite. Let Q ¼ Iþ 1

!M. Clearly, Q is
also symmetric. In the following proposition, we show that Q
is positive definite if the coefficient ! is chosen appropriately.

Proposition 4.1. The matrix Q is positive definite if ! >
maxð0;$!"minÞ, where !"min is the smallest eigenvalue of M.

Proof. By definition in (25), ! > 0. Since M is symmetric, it
can be represented as M ¼ Udiagð"1; . . . ;"DÞU>, where
all "is are real. Let !"min ¼ minð"1; . . . ;"DÞ. Then, Q can
be written as

Q ¼ IþUdiag
"1

!
; . . . ;

"D
!

! "
U>

¼ Udiag
"1

!
þ 1; . . . ;

"D
!
þ 1

! "
U>:

Clearly, Q will have all eigenvalues positive if "min! þ 1 >
0) ! > $"min. tu
If Q is positive definite, it can be decomposed as Q ¼

LL> using Cholesky decomposition. Then, one can easily
verify that W ¼ LU satisfies (27). To achieve a meaningful
approximate solution to our problem, we truncate the
computed matrix W by selecting its first k columns. The
final nonorthogonal projections are derived as

Wnonorth ¼ LUk; ð28Þ

where Uk are the top k eigenvectors of M.

4.3 Sequential Projection Learning
The above nonorthogonal solution is achieved by adjusting
the previous orthogonal solution in a single step. However,
this is one of many possible solutions which tend to work
well in practice. One potential issue is that the above
nonorthogonal solution is sensitive to the choice of the
penalty coefficient !. To address these concerns, we further
propose an alternative solution to learn a sequence of
projections which implicitly incorporates bit correlation by
iteratively updating the pairwise label matrix. In addition,
this iterative solution has the sequential error correction
property where each hash function tries to correct the errors
made by the previous one.

The idea of sequential projection learning is quite
intuitive. The hash functions are learned iteratively such that
at each iteration, the pairwise label matrix S in (14) is updated
by imposing higher weights on point pairs violated by the
previous hash function. This sequential process implicitly
creates dependency between bits and progressively mini-
mizes empirical error. The sign of Sij, representing the logical
relationship in a point pair ðxi;xjÞ, remains unchanged in the
entire process and only its magnitude jSijj is updated.
Algorithm 1 describes the procedure of the proposed semi-
supervised sequential projection learning method.

Algorithm 1. Sequential projection learning for hashing
(SPLH)

Input: data X, pairwise labeled data Xl, initial pairwise
labels S1, length of hash codes K, constant #
for k ¼ 1 to K do

Compute adjusted covariance matrix:
Mk ¼ XlSkX

>
l þ $XX>

Extract the first eigenvector e of Mk and set:
wk ¼ e

Update the labels from vector wk:
Skþ1 ¼ Sk $ #Tð~Sk;SkÞ

Compute the residual:
X ¼ X$wkw>k X

end for

Suppose ~Sk 2 IRl&l measures the signed magnitude of
pairwise relationships of the kth projections of Xl:

~Sk ¼ X>l wkw
>
k Xl: ð29Þ

Mathematically, ~Sk is simply the derivative of empirical
accuracy of the kth hash function, i.e., ~Sk ¼ rSJk, where
Jk ¼ w>k XlSX>l wk. The function Tð'Þ implies the truncated
gradient of Jk:

Tð~Skij;SijÞ ¼
~Skij : sgn

#
Sij ' ~Skij

$
< 0

0 : sgn
#
Sij ' ~Skij

$
( 0:

(

ð30Þ

The condition sgnðSij ' ~SkijÞ < 0 for a labeled pair ðxi;xjÞ
indicates that hash bits hkðxiÞ and hkðxjÞ contradict the
given pairwise label. In other words, points in a neighbor
pair ðxi;xjÞ 2 M are assigned different bits or those in
ðxi;xjÞ 2 C are assigned the same bit. For each such
violation, Sij is updated as Sij ¼ Sij $ #~Skij. The step
size # is chosen such that # ) 1

% , where % ¼ maxikxik2,
ensuring j#~Skijj ) 1. This leads to numerically stable
updates without changing the sign of Sij. Those pairs for
which current hash function produces the correct bits,
i.e., sgnðSij ' ~SkijÞ > 0, Sij is kept unchanged by setting
Tð~Skij;SijÞ ¼ 0. Thus those labeled pairs for which the
current hash function does not predict the bits correctly
exert more influence on the learning of the next function,
biasing the new projection to produce correct bits for such
pairs. Intuitively, it has a flavor of boosting-based methods
commonly used for classification. However, unlike the
standard boosting framework used for supervised learning,
such as the one used in [18], the proposed method performs
the sequential learning in a semi-supervised scenario,
where the objective is to maximize the accuracy of the
binary partition while maintaining the balancing of the
partition. Furthermore, during the indexing and search
process, the derived hash functions are treated equally
instead of being weighted, as in the boosting method.

After extracting a projection direction using Mk, the
contribution of the subspace spanned by that direction is
removed from X to minimize the redundancy in bits. Note
that this is not the same as imposing the orthogonality
constraints on W discussed earlier. Since the supervised
term XlSkX

>
l still contains information potentially from the

whole space spanned by original X, the new direction may
still have a component in the subspace spanned by the
previous directions. Thus, the proposed formulation auto-
matically decides the level of desired correlations between
successive hash functions. If empirical accuracy is not
affected, it prefers to pick uncorrelated projections. Unlike
the nonorthogonal solution discussed in Section 4.2, the
proposed sequential method aggregates various desirable
properties in a single formulation leading to superior
performance on real-world tasks as shown in Section 5. In
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One can get a simple solution for the above condition if Iþ
1
!M is positive definite. From (21), M is symmetric but not
necessarily positive definite. Let Q ¼ Iþ 1

!M. Clearly, Q is
also symmetric. In the following proposition, we show that Q
is positive definite if the coefficient ! is chosen appropriately.

Proposition 4.1. The matrix Q is positive definite if ! >
maxð0;$!"minÞ, where !"min is the smallest eigenvalue of M.

Proof. By definition in (25), ! > 0. Since M is symmetric, it
can be represented as M ¼ Udiagð"1; . . . ;"DÞU>, where
all "is are real. Let !"min ¼ minð"1; . . . ;"DÞ. Then, Q can
be written as

Q ¼ IþUdiag
"1

!
; . . . ;

"D
!

! "
U>

¼ Udiag
"1

!
þ 1; . . . ;

"D
!
þ 1

! "
U>:

Clearly, Q will have all eigenvalues positive if "min! þ 1 >
0) ! > $"min. tu
If Q is positive definite, it can be decomposed as Q ¼

LL> using Cholesky decomposition. Then, one can easily
verify that W ¼ LU satisfies (27). To achieve a meaningful
approximate solution to our problem, we truncate the
computed matrix W by selecting its first k columns. The
final nonorthogonal projections are derived as

Wnonorth ¼ LUk; ð28Þ

where Uk are the top k eigenvectors of M.

4.3 Sequential Projection Learning
The above nonorthogonal solution is achieved by adjusting
the previous orthogonal solution in a single step. However,
this is one of many possible solutions which tend to work
well in practice. One potential issue is that the above
nonorthogonal solution is sensitive to the choice of the
penalty coefficient !. To address these concerns, we further
propose an alternative solution to learn a sequence of
projections which implicitly incorporates bit correlation by
iteratively updating the pairwise label matrix. In addition,
this iterative solution has the sequential error correction
property where each hash function tries to correct the errors
made by the previous one.

The idea of sequential projection learning is quite
intuitive. The hash functions are learned iteratively such that
at each iteration, the pairwise label matrix S in (14) is updated
by imposing higher weights on point pairs violated by the
previous hash function. This sequential process implicitly
creates dependency between bits and progressively mini-
mizes empirical error. The sign of Sij, representing the logical
relationship in a point pair ðxi;xjÞ, remains unchanged in the
entire process and only its magnitude jSijj is updated.
Algorithm 1 describes the procedure of the proposed semi-
supervised sequential projection learning method.

Algorithm 1. Sequential projection learning for hashing
(SPLH)

Input: data X, pairwise labeled data Xl, initial pairwise
labels S1, length of hash codes K, constant #
for k ¼ 1 to K do

Compute adjusted covariance matrix:
Mk ¼ XlSkX

>
l þ $XX>

Extract the first eigenvector e of Mk and set:
wk ¼ e

Update the labels from vector wk:
Skþ1 ¼ Sk $ #Tð~Sk;SkÞ

Compute the residual:
X ¼ X$wkw>k X

end for

Suppose ~Sk 2 IRl&l measures the signed magnitude of
pairwise relationships of the kth projections of Xl:

~Sk ¼ X>l wkw
>
k Xl: ð29Þ

Mathematically, ~Sk is simply the derivative of empirical
accuracy of the kth hash function, i.e., ~Sk ¼ rSJk, where
Jk ¼ w>k XlSX>l wk. The function Tð'Þ implies the truncated
gradient of Jk:

Tð~Skij;SijÞ ¼
~Skij : sgn

#
Sij ' ~Skij

$
< 0

0 : sgn
#
Sij ' ~Skij

$
( 0:

(

ð30Þ

The condition sgnðSij ' ~SkijÞ < 0 for a labeled pair ðxi;xjÞ
indicates that hash bits hkðxiÞ and hkðxjÞ contradict the
given pairwise label. In other words, points in a neighbor
pair ðxi;xjÞ 2 M are assigned different bits or those in
ðxi;xjÞ 2 C are assigned the same bit. For each such
violation, Sij is updated as Sij ¼ Sij $ #~Skij. The step
size # is chosen such that # ) 1

% , where % ¼ maxikxik2,
ensuring j#~Skijj ) 1. This leads to numerically stable
updates without changing the sign of Sij. Those pairs for
which current hash function produces the correct bits,
i.e., sgnðSij ' ~SkijÞ > 0, Sij is kept unchanged by setting
Tð~Skij;SijÞ ¼ 0. Thus those labeled pairs for which the
current hash function does not predict the bits correctly
exert more influence on the learning of the next function,
biasing the new projection to produce correct bits for such
pairs. Intuitively, it has a flavor of boosting-based methods
commonly used for classification. However, unlike the
standard boosting framework used for supervised learning,
such as the one used in [18], the proposed method performs
the sequential learning in a semi-supervised scenario,
where the objective is to maximize the accuracy of the
binary partition while maintaining the balancing of the
partition. Furthermore, during the indexing and search
process, the derived hash functions are treated equally
instead of being weighted, as in the boosting method.

After extracting a projection direction using Mk, the
contribution of the subspace spanned by that direction is
removed from X to minimize the redundancy in bits. Note
that this is not the same as imposing the orthogonality
constraints on W discussed earlier. Since the supervised
term XlSkX

>
l still contains information potentially from the

whole space spanned by original X, the new direction may
still have a component in the subspace spanned by the
previous directions. Thus, the proposed formulation auto-
matically decides the level of desired correlations between
successive hash functions. If empirical accuracy is not
affected, it prefers to pick uncorrelated projections. Unlike
the nonorthogonal solution discussed in Section 4.2, the
proposed sequential method aggregates various desirable
properties in a single formulation leading to superior
performance on real-world tasks as shown in Section 5. In
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Where  

One can get a simple solution for the above condition if Iþ
1
!M is positive definite. From (21), M is symmetric but not
necessarily positive definite. Let Q ¼ Iþ 1

!M. Clearly, Q is
also symmetric. In the following proposition, we show that Q
is positive definite if the coefficient ! is chosen appropriately.

Proposition 4.1. The matrix Q is positive definite if ! >
maxð0;$!"minÞ, where !"min is the smallest eigenvalue of M.

Proof. By definition in (25), ! > 0. Since M is symmetric, it
can be represented as M ¼ Udiagð"1; . . . ;"DÞU>, where
all "is are real. Let !"min ¼ minð"1; . . . ;"DÞ. Then, Q can
be written as

Q ¼ IþUdiag
"1

!
; . . . ;

"D
!

! "
U>

¼ Udiag
"1

!
þ 1; . . . ;

"D
!
þ 1

! "
U>:

Clearly, Q will have all eigenvalues positive if "min! þ 1 >
0) ! > $"min. tu
If Q is positive definite, it can be decomposed as Q ¼

LL> using Cholesky decomposition. Then, one can easily
verify that W ¼ LU satisfies (27). To achieve a meaningful
approximate solution to our problem, we truncate the
computed matrix W by selecting its first k columns. The
final nonorthogonal projections are derived as

Wnonorth ¼ LUk; ð28Þ

where Uk are the top k eigenvectors of M.

4.3 Sequential Projection Learning
The above nonorthogonal solution is achieved by adjusting
the previous orthogonal solution in a single step. However,
this is one of many possible solutions which tend to work
well in practice. One potential issue is that the above
nonorthogonal solution is sensitive to the choice of the
penalty coefficient !. To address these concerns, we further
propose an alternative solution to learn a sequence of
projections which implicitly incorporates bit correlation by
iteratively updating the pairwise label matrix. In addition,
this iterative solution has the sequential error correction
property where each hash function tries to correct the errors
made by the previous one.

The idea of sequential projection learning is quite
intuitive. The hash functions are learned iteratively such that
at each iteration, the pairwise label matrix S in (14) is updated
by imposing higher weights on point pairs violated by the
previous hash function. This sequential process implicitly
creates dependency between bits and progressively mini-
mizes empirical error. The sign of Sij, representing the logical
relationship in a point pair ðxi;xjÞ, remains unchanged in the
entire process and only its magnitude jSijj is updated.
Algorithm 1 describes the procedure of the proposed semi-
supervised sequential projection learning method.

Algorithm 1. Sequential projection learning for hashing
(SPLH)

Input: data X, pairwise labeled data Xl, initial pairwise
labels S1, length of hash codes K, constant #
for k ¼ 1 to K do

Compute adjusted covariance matrix:
Mk ¼ XlSkX

>
l þ $XX>

Extract the first eigenvector e of Mk and set:
wk ¼ e

Update the labels from vector wk:
Skþ1 ¼ Sk $ #Tð~Sk;SkÞ

Compute the residual:
X ¼ X$wkw>k X

end for

Suppose ~Sk 2 IRl&l measures the signed magnitude of
pairwise relationships of the kth projections of Xl:

~Sk ¼ X>l wkw
>
k Xl: ð29Þ

Mathematically, ~Sk is simply the derivative of empirical
accuracy of the kth hash function, i.e., ~Sk ¼ rSJk, where
Jk ¼ w>k XlSX>l wk. The function Tð'Þ implies the truncated
gradient of Jk:

Tð~Skij;SijÞ ¼
~Skij : sgn

#
Sij ' ~Skij

$
< 0

0 : sgn
#
Sij ' ~Skij

$
( 0:

(

ð30Þ

The condition sgnðSij ' ~SkijÞ < 0 for a labeled pair ðxi;xjÞ
indicates that hash bits hkðxiÞ and hkðxjÞ contradict the
given pairwise label. In other words, points in a neighbor
pair ðxi;xjÞ 2 M are assigned different bits or those in
ðxi;xjÞ 2 C are assigned the same bit. For each such
violation, Sij is updated as Sij ¼ Sij $ #~Skij. The step
size # is chosen such that # ) 1

% , where % ¼ maxikxik2,
ensuring j#~Skijj ) 1. This leads to numerically stable
updates without changing the sign of Sij. Those pairs for
which current hash function produces the correct bits,
i.e., sgnðSij ' ~SkijÞ > 0, Sij is kept unchanged by setting
Tð~Skij;SijÞ ¼ 0. Thus those labeled pairs for which the
current hash function does not predict the bits correctly
exert more influence on the learning of the next function,
biasing the new projection to produce correct bits for such
pairs. Intuitively, it has a flavor of boosting-based methods
commonly used for classification. However, unlike the
standard boosting framework used for supervised learning,
such as the one used in [18], the proposed method performs
the sequential learning in a semi-supervised scenario,
where the objective is to maximize the accuracy of the
binary partition while maintaining the balancing of the
partition. Furthermore, during the indexing and search
process, the derived hash functions are treated equally
instead of being weighted, as in the boosting method.

After extracting a projection direction using Mk, the
contribution of the subspace spanned by that direction is
removed from X to minimize the redundancy in bits. Note
that this is not the same as imposing the orthogonality
constraints on W discussed earlier. Since the supervised
term XlSkX

>
l still contains information potentially from the

whole space spanned by original X, the new direction may
still have a component in the subspace spanned by the
previous directions. Thus, the proposed formulation auto-
matically decides the level of desired correlations between
successive hash functions. If empirical accuracy is not
affected, it prefers to pick uncorrelated projections. Unlike
the nonorthogonal solution discussed in Section 4.2, the
proposed sequential method aggregates various desirable
properties in a single formulation leading to superior
performance on real-world tasks as shown in Section 5. In
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One can get a simple solution for the above condition if Iþ
1
!M is positive definite. From (21), M is symmetric but not
necessarily positive definite. Let Q ¼ Iþ 1

!M. Clearly, Q is
also symmetric. In the following proposition, we show that Q
is positive definite if the coefficient ! is chosen appropriately.

Proposition 4.1. The matrix Q is positive definite if ! >
maxð0;$!"minÞ, where !"min is the smallest eigenvalue of M.

Proof. By definition in (25), ! > 0. Since M is symmetric, it
can be represented as M ¼ Udiagð"1; . . . ;"DÞU>, where
all "is are real. Let !"min ¼ minð"1; . . . ;"DÞ. Then, Q can
be written as

Q ¼ IþUdiag
"1

!
; . . . ;

"D
!

! "
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¼ Udiag
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!
þ 1; . . . ;

"D
!
þ 1
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Clearly, Q will have all eigenvalues positive if "min! þ 1 >
0) ! > $"min. tu
If Q is positive definite, it can be decomposed as Q ¼

LL> using Cholesky decomposition. Then, one can easily
verify that W ¼ LU satisfies (27). To achieve a meaningful
approximate solution to our problem, we truncate the
computed matrix W by selecting its first k columns. The
final nonorthogonal projections are derived as

Wnonorth ¼ LUk; ð28Þ

where Uk are the top k eigenvectors of M.

4.3 Sequential Projection Learning
The above nonorthogonal solution is achieved by adjusting
the previous orthogonal solution in a single step. However,
this is one of many possible solutions which tend to work
well in practice. One potential issue is that the above
nonorthogonal solution is sensitive to the choice of the
penalty coefficient !. To address these concerns, we further
propose an alternative solution to learn a sequence of
projections which implicitly incorporates bit correlation by
iteratively updating the pairwise label matrix. In addition,
this iterative solution has the sequential error correction
property where each hash function tries to correct the errors
made by the previous one.

The idea of sequential projection learning is quite
intuitive. The hash functions are learned iteratively such that
at each iteration, the pairwise label matrix S in (14) is updated
by imposing higher weights on point pairs violated by the
previous hash function. This sequential process implicitly
creates dependency between bits and progressively mini-
mizes empirical error. The sign of Sij, representing the logical
relationship in a point pair ðxi;xjÞ, remains unchanged in the
entire process and only its magnitude jSijj is updated.
Algorithm 1 describes the procedure of the proposed semi-
supervised sequential projection learning method.

Algorithm 1. Sequential projection learning for hashing
(SPLH)

Input: data X, pairwise labeled data Xl, initial pairwise
labels S1, length of hash codes K, constant #
for k ¼ 1 to K do

Compute adjusted covariance matrix:
Mk ¼ XlSkX

>
l þ $XX>

Extract the first eigenvector e of Mk and set:
wk ¼ e

Update the labels from vector wk:
Skþ1 ¼ Sk $ #Tð~Sk;SkÞ

Compute the residual:
X ¼ X$wkw>k X

end for

Suppose ~Sk 2 IRl&l measures the signed magnitude of
pairwise relationships of the kth projections of Xl:

~Sk ¼ X>l wkw
>
k Xl: ð29Þ

Mathematically, ~Sk is simply the derivative of empirical
accuracy of the kth hash function, i.e., ~Sk ¼ rSJk, where
Jk ¼ w>k XlSX>l wk. The function Tð'Þ implies the truncated
gradient of Jk:

Tð~Skij;SijÞ ¼
~Skij : sgn

#
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The condition sgnðSij ' ~SkijÞ < 0 for a labeled pair ðxi;xjÞ
indicates that hash bits hkðxiÞ and hkðxjÞ contradict the
given pairwise label. In other words, points in a neighbor
pair ðxi;xjÞ 2 M are assigned different bits or those in
ðxi;xjÞ 2 C are assigned the same bit. For each such
violation, Sij is updated as Sij ¼ Sij $ #~Skij. The step
size # is chosen such that # ) 1

% , where % ¼ maxikxik2,
ensuring j#~Skijj ) 1. This leads to numerically stable
updates without changing the sign of Sij. Those pairs for
which current hash function produces the correct bits,
i.e., sgnðSij ' ~SkijÞ > 0, Sij is kept unchanged by setting
Tð~Skij;SijÞ ¼ 0. Thus those labeled pairs for which the
current hash function does not predict the bits correctly
exert more influence on the learning of the next function,
biasing the new projection to produce correct bits for such
pairs. Intuitively, it has a flavor of boosting-based methods
commonly used for classification. However, unlike the
standard boosting framework used for supervised learning,
such as the one used in [18], the proposed method performs
the sequential learning in a semi-supervised scenario,
where the objective is to maximize the accuracy of the
binary partition while maintaining the balancing of the
partition. Furthermore, during the indexing and search
process, the derived hash functions are treated equally
instead of being weighted, as in the boosting method.

After extracting a projection direction using Mk, the
contribution of the subspace spanned by that direction is
removed from X to minimize the redundancy in bits. Note
that this is not the same as imposing the orthogonality
constraints on W discussed earlier. Since the supervised
term XlSkX

>
l still contains information potentially from the

whole space spanned by original X, the new direction may
still have a component in the subspace spanned by the
previous directions. Thus, the proposed formulation auto-
matically decides the level of desired correlations between
successive hash functions. If empirical accuracy is not
affected, it prefers to pick uncorrelated projections. Unlike
the nonorthogonal solution discussed in Section 4.2, the
proposed sequential method aggregates various desirable
properties in a single formulation leading to superior
performance on real-world tasks as shown in Section 5. In
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One can get a simple solution for the above condition if Iþ
1
!M is positive definite. From (21), M is symmetric but not
necessarily positive definite. Let Q ¼ Iþ 1

!M. Clearly, Q is
also symmetric. In the following proposition, we show that Q
is positive definite if the coefficient ! is chosen appropriately.

Proposition 4.1. The matrix Q is positive definite if ! >
maxð0;$!"minÞ, where !"min is the smallest eigenvalue of M.

Proof. By definition in (25), ! > 0. Since M is symmetric, it
can be represented as M ¼ Udiagð"1; . . . ;"DÞU>, where
all "is are real. Let !"min ¼ minð"1; . . . ;"DÞ. Then, Q can
be written as

Q ¼ IþUdiag
"1
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; . . . ;

"D
!

! "
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¼ Udiag
"1

!
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Clearly, Q will have all eigenvalues positive if "min! þ 1 >
0) ! > $"min. tu
If Q is positive definite, it can be decomposed as Q ¼

LL> using Cholesky decomposition. Then, one can easily
verify that W ¼ LU satisfies (27). To achieve a meaningful
approximate solution to our problem, we truncate the
computed matrix W by selecting its first k columns. The
final nonorthogonal projections are derived as

Wnonorth ¼ LUk; ð28Þ

where Uk are the top k eigenvectors of M.

4.3 Sequential Projection Learning
The above nonorthogonal solution is achieved by adjusting
the previous orthogonal solution in a single step. However,
this is one of many possible solutions which tend to work
well in practice. One potential issue is that the above
nonorthogonal solution is sensitive to the choice of the
penalty coefficient !. To address these concerns, we further
propose an alternative solution to learn a sequence of
projections which implicitly incorporates bit correlation by
iteratively updating the pairwise label matrix. In addition,
this iterative solution has the sequential error correction
property where each hash function tries to correct the errors
made by the previous one.

The idea of sequential projection learning is quite
intuitive. The hash functions are learned iteratively such that
at each iteration, the pairwise label matrix S in (14) is updated
by imposing higher weights on point pairs violated by the
previous hash function. This sequential process implicitly
creates dependency between bits and progressively mini-
mizes empirical error. The sign of Sij, representing the logical
relationship in a point pair ðxi;xjÞ, remains unchanged in the
entire process and only its magnitude jSijj is updated.
Algorithm 1 describes the procedure of the proposed semi-
supervised sequential projection learning method.

Algorithm 1. Sequential projection learning for hashing
(SPLH)

Input: data X, pairwise labeled data Xl, initial pairwise
labels S1, length of hash codes K, constant #
for k ¼ 1 to K do

Compute adjusted covariance matrix:
Mk ¼ XlSkX

>
l þ $XX>

Extract the first eigenvector e of Mk and set:
wk ¼ e

Update the labels from vector wk:
Skþ1 ¼ Sk $ #Tð~Sk;SkÞ

Compute the residual:
X ¼ X$wkw>k X

end for

Suppose ~Sk 2 IRl&l measures the signed magnitude of
pairwise relationships of the kth projections of Xl:

~Sk ¼ X>l wkw
>
k Xl: ð29Þ

Mathematically, ~Sk is simply the derivative of empirical
accuracy of the kth hash function, i.e., ~Sk ¼ rSJk, where
Jk ¼ w>k XlSX>l wk. The function Tð'Þ implies the truncated
gradient of Jk:

Tð~Skij;SijÞ ¼
~Skij : sgn
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The condition sgnðSij ' ~SkijÞ < 0 for a labeled pair ðxi;xjÞ
indicates that hash bits hkðxiÞ and hkðxjÞ contradict the
given pairwise label. In other words, points in a neighbor
pair ðxi;xjÞ 2 M are assigned different bits or those in
ðxi;xjÞ 2 C are assigned the same bit. For each such
violation, Sij is updated as Sij ¼ Sij $ #~Skij. The step
size # is chosen such that # ) 1

% , where % ¼ maxikxik2,
ensuring j#~Skijj ) 1. This leads to numerically stable
updates without changing the sign of Sij. Those pairs for
which current hash function produces the correct bits,
i.e., sgnðSij ' ~SkijÞ > 0, Sij is kept unchanged by setting
Tð~Skij;SijÞ ¼ 0. Thus those labeled pairs for which the
current hash function does not predict the bits correctly
exert more influence on the learning of the next function,
biasing the new projection to produce correct bits for such
pairs. Intuitively, it has a flavor of boosting-based methods
commonly used for classification. However, unlike the
standard boosting framework used for supervised learning,
such as the one used in [18], the proposed method performs
the sequential learning in a semi-supervised scenario,
where the objective is to maximize the accuracy of the
binary partition while maintaining the balancing of the
partition. Furthermore, during the indexing and search
process, the derived hash functions are treated equally
instead of being weighted, as in the boosting method.

After extracting a projection direction using Mk, the
contribution of the subspace spanned by that direction is
removed from X to minimize the redundancy in bits. Note
that this is not the same as imposing the orthogonality
constraints on W discussed earlier. Since the supervised
term XlSkX

>
l still contains information potentially from the

whole space spanned by original X, the new direction may
still have a component in the subspace spanned by the
previous directions. Thus, the proposed formulation auto-
matically decides the level of desired correlations between
successive hash functions. If empirical accuracy is not
affected, it prefers to pick uncorrelated projections. Unlike
the nonorthogonal solution discussed in Section 4.2, the
proposed sequential method aggregates various desirable
properties in a single formulation leading to superior
performance on real-world tasks as shown in Section 5. In
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One can get a simple solution for the above condition if Iþ
1
!M is positive definite. From (21), M is symmetric but not
necessarily positive definite. Let Q ¼ Iþ 1

!M. Clearly, Q is
also symmetric. In the following proposition, we show that Q
is positive definite if the coefficient ! is chosen appropriately.

Proposition 4.1. The matrix Q is positive definite if ! >
maxð0;$!"minÞ, where !"min is the smallest eigenvalue of M.

Proof. By definition in (25), ! > 0. Since M is symmetric, it
can be represented as M ¼ Udiagð"1; . . . ;"DÞU>, where
all "is are real. Let !"min ¼ minð"1; . . . ;"DÞ. Then, Q can
be written as

Q ¼ IþUdiag
"1

!
; . . . ;

"D
!

! "
U>

¼ Udiag
"1

!
þ 1; . . . ;

"D
!
þ 1

! "
U>:

Clearly, Q will have all eigenvalues positive if "min! þ 1 >
0) ! > $"min. tu
If Q is positive definite, it can be decomposed as Q ¼

LL> using Cholesky decomposition. Then, one can easily
verify that W ¼ LU satisfies (27). To achieve a meaningful
approximate solution to our problem, we truncate the
computed matrix W by selecting its first k columns. The
final nonorthogonal projections are derived as

Wnonorth ¼ LUk; ð28Þ

where Uk are the top k eigenvectors of M.

4.3 Sequential Projection Learning
The above nonorthogonal solution is achieved by adjusting
the previous orthogonal solution in a single step. However,
this is one of many possible solutions which tend to work
well in practice. One potential issue is that the above
nonorthogonal solution is sensitive to the choice of the
penalty coefficient !. To address these concerns, we further
propose an alternative solution to learn a sequence of
projections which implicitly incorporates bit correlation by
iteratively updating the pairwise label matrix. In addition,
this iterative solution has the sequential error correction
property where each hash function tries to correct the errors
made by the previous one.

The idea of sequential projection learning is quite
intuitive. The hash functions are learned iteratively such that
at each iteration, the pairwise label matrix S in (14) is updated
by imposing higher weights on point pairs violated by the
previous hash function. This sequential process implicitly
creates dependency between bits and progressively mini-
mizes empirical error. The sign of Sij, representing the logical
relationship in a point pair ðxi;xjÞ, remains unchanged in the
entire process and only its magnitude jSijj is updated.
Algorithm 1 describes the procedure of the proposed semi-
supervised sequential projection learning method.

Algorithm 1. Sequential projection learning for hashing
(SPLH)

Input: data X, pairwise labeled data Xl, initial pairwise
labels S1, length of hash codes K, constant #
for k ¼ 1 to K do

Compute adjusted covariance matrix:
Mk ¼ XlSkX

>
l þ $XX>

Extract the first eigenvector e of Mk and set:
wk ¼ e

Update the labels from vector wk:
Skþ1 ¼ Sk $ #Tð~Sk;SkÞ

Compute the residual:
X ¼ X$wkw>k X

end for

Suppose ~Sk 2 IRl&l measures the signed magnitude of
pairwise relationships of the kth projections of Xl:

~Sk ¼ X>l wkw
>
k Xl: ð29Þ

Mathematically, ~Sk is simply the derivative of empirical
accuracy of the kth hash function, i.e., ~Sk ¼ rSJk, where
Jk ¼ w>k XlSX>l wk. The function Tð'Þ implies the truncated
gradient of Jk:

Tð~Skij;SijÞ ¼
~Skij : sgn

#
Sij ' ~Skij

$
< 0

0 : sgn
#
Sij ' ~Skij

$
( 0:

(

ð30Þ

The condition sgnðSij ' ~SkijÞ < 0 for a labeled pair ðxi;xjÞ
indicates that hash bits hkðxiÞ and hkðxjÞ contradict the
given pairwise label. In other words, points in a neighbor
pair ðxi;xjÞ 2 M are assigned different bits or those in
ðxi;xjÞ 2 C are assigned the same bit. For each such
violation, Sij is updated as Sij ¼ Sij $ #~Skij. The step
size # is chosen such that # ) 1

% , where % ¼ maxikxik2,
ensuring j#~Skijj ) 1. This leads to numerically stable
updates without changing the sign of Sij. Those pairs for
which current hash function produces the correct bits,
i.e., sgnðSij ' ~SkijÞ > 0, Sij is kept unchanged by setting
Tð~Skij;SijÞ ¼ 0. Thus those labeled pairs for which the
current hash function does not predict the bits correctly
exert more influence on the learning of the next function,
biasing the new projection to produce correct bits for such
pairs. Intuitively, it has a flavor of boosting-based methods
commonly used for classification. However, unlike the
standard boosting framework used for supervised learning,
such as the one used in [18], the proposed method performs
the sequential learning in a semi-supervised scenario,
where the objective is to maximize the accuracy of the
binary partition while maintaining the balancing of the
partition. Furthermore, during the indexing and search
process, the derived hash functions are treated equally
instead of being weighted, as in the boosting method.

After extracting a projection direction using Mk, the
contribution of the subspace spanned by that direction is
removed from X to minimize the redundancy in bits. Note
that this is not the same as imposing the orthogonality
constraints on W discussed earlier. Since the supervised
term XlSkX

>
l still contains information potentially from the

whole space spanned by original X, the new direction may
still have a component in the subspace spanned by the
previous directions. Thus, the proposed formulation auto-
matically decides the level of desired correlations between
successive hash functions. If empirical accuracy is not
affected, it prefers to pick uncorrelated projections. Unlike
the nonorthogonal solution discussed in Section 4.2, the
proposed sequential method aggregates various desirable
properties in a single formulation leading to superior
performance on real-world tasks as shown in Section 5. In
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Unsupervised Sequential 
Projection Learning

In addition, an unsupervised learning 
method for sequential projection is 
proposed as well. 

Now, we don’t have any pairwise labels.  
So, compute pseudo label set M, C itself 
and then update them at each iteration. 

Let SMC denotes the pseudo label set.



Unsupervised Sequential 
Projection Learning

The process of unsupervised learning: 

!

!

!

!

fact, one can extend this sequential learning method in
unsupervised cases as well, as shown in the next section.

4.4 Unsupervised Sequential Projection Learning

Unlike the semi-supervised case, pairwise labels are not
available in the unsupervised case. To apply the general
framework of sequential projection learning to an unsu-
pervised setting, we propose the idea of generating
pseudolabels at each iteration of learning. While generating
a bit via a binary hash function, there are two types of
boundary errors one encounters due to thresholding of the
projected data. Suppose all the data points are projected on
a 1D axis, as shown in Fig. 2, and the red vertical line is the
partition boundary, i.e., w>k x ¼ 0. The points left to the
boundary are assigned a hash value hkðxÞ ¼ $1 and those
on the right are assigned a value hkðxÞ ¼ 1. The regions
marked as r$; rþ are located very close to the boundary and
regions R$; Rþ are located far from it. Due to thresholding,
points in the pair ðxi;xjÞ, where xi 2 r$ and xj 2 rþ, are
assigned different hash bits even though their projections
are quite close. On the other hand, points in pair ðxi;xjÞ,
where xi 2 r$ and xj 2 R$ or xi 2 rþ and xi 2 Rþ, are
assigned the same hash bit even though their projected
values are quite far apart. To correct these two types of
boundary “errors,” we first introduce a neighbor-pair setM
and a nonneighbor-pair set C:

M ¼ fðxi; xjÞg : hðxiÞ & hðxjÞ ¼ $1; jw>ðxi $ xjÞj ' !;
C ¼ fðxi; xjÞg : hðxiÞ & hðxjÞ ¼ 1; jw>ðxi $ xjÞj ( ":

ð31Þ

Then, given the current hash function, a desired number of
point pairs are sampled from bothM and C. Suppose XMC
contains all the points that are part of at least one sampled
pair. Using the labeled pairs and XMC, a pairwise label
matrix SkMC is constructed similar to (14). In other words, for
a pair of samples ðxi;xjÞ 2 M, a pseudolabel SkMC ¼ 1 is
assigned while for those ðxi;xjÞ 2 C, SkMC ¼ $1 is assigned.
In the next iteration, these pseudolabels enforce a point pair
in M to be assigned the same hash values and those in C
different ones. Thus, it sequentially tries to correct the
potential errors made by the previous hash functions. Note
that the above discussion is based on the assumption that
the pairs sampled from the close regions of opposite sides of
the boundary are potential neighbors. In general, when the
splitting hyperplane passes through the dense regions of
data distribution, this assumption will be met. But when the
hyperplane passes through sparse regions, it may be

violated. Moreover, the number of available pseudopairs
may be too small to learn the next hash function reliably.

Algorithm 2. Unsupervised sequential projection learning
for hashing (USPLH)

Input: data X, length of hashing codes K
Initialize X0

MC ¼ ;;S
0
MC ¼ 0.

for k ¼ 1 to K do
Compute adjusted covariance matrix:

Mk ¼
Xk$1

i¼0

#k$iXi
MCS

i
MCX

i
MC
> þ $XX>

Extract the first eigenvector e of Mk and set:
wk ¼ e

Generate pseudo labels from projection wk:
Sample Xk

MC and construct SkMC
Compute the residual:

X ¼ X$wkw>k X
end for

Note that each hash function hkð&Þ produces a pseudolabel
set Xk

MC and the corresponding label matrix SkMC. The new
label information is used to adjust the data covariance matrix
in each iteration of sequential learning, similar to that for the
semi-supervised case. However, the unsupervised setting
does not have a boosting-like update of the label matrix,
unlike the semi-supervised case. Each iteration results in its
own pseudolabel matrix, depending on the hash function.
Hence, to learn a new projection, all the pairwise label
matrices since the beginning are used but their contribution is
decayed exponentially by a factor # at each iteration. Note
that one does not need to store these matrices explicitly since
incremental update can be done at each iteration, resulting in
the same memory and time complexity as for the semi-
supervised case. The detailed learning procedure is de-
scribed in Algorithm 2. Since there exist no pseudolabels at
the beginning, the first vector w1 is just the first principal
direction of the data. Then, each hash function is learned to
satisfy the pseudolabels iteratively by adjusting the data
covariance matrix, similarly to the SPLH approach.

To summarize, besides the three different versions of
semi-supervised hashing methods, i.e., the orthogonal
solution SSHorth, the nonorthogonal solution SSHnonorth,
and the sequential solution SPLH, we also proposed an
unsupervised extension of the sequential learning method
in this section, named USPLH.

5 EXPERIMENTS

We evaluated all three versions of the proposed semi-
supervised hashing methods, including orthogonal solution
SSHorth, nonorthogonal solution SSHnonorth (with orthogon-
ality constraint relaxed), and sequential solution SPLH, as
well as the unsupervised extension (USPLH), on several
benchmark datasets. Their performance is compared with
other popular binary coding methods, including Locality
Sensitive Hashing, Spectral Hashing, Binary Reconstructive
Embedding, Boosted Similarity Sensitive Coding, and Shift
Invariant Kernel-based Hashing (SIKH). These methods
cover both unsupervised and supervised categories. Pre-
vious works have shown that SH performs better than other
binary encoding methods [13], such as Restricted Boltzmann
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Fig. 2. Potential errors due to thresholding (red line) of the projected data
to generate a bit. Points in r$ and rþ are assigned different bits even
though they are quite close. Also, points in R$ (Rþ) and r$ (rþ) are
assigned the same bit even though they are quite far.
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Related Works

Locality Sensitive Hashing 

Spectral Hashing 

Binary Reconstructive Embedding 

Boosted Similarity Sensitive Coding 

Shift Invariant Kernel-based Hashing



Datasets

CIFAR-10 Data Set with GIST features 

60,000 32x32 color images in 10 classes. 

Fully annotated. 

Taking 59,000 for training and 1,000 for 
testing.



Datasets

Flickr Images with SIFT features 

270,000 images with 81 ground truth 
concept tags. 

Multi-labeled. 

Higher resolution.



Datasets

SIFT 1M Dataset: 1 million local SIFT 
descriptors. 

Eighty Million Tiny Images: original 
whole dataset of CIFAR-10.



Evaluation Protocols

1 Hamming ranking: 

retrieving top K closest data with lower 
hamming distances to the query image. 

2 Hash lookup: 

retrieving data within hamming radius r 
with the query image.
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Hamming Radius vs First 500 Images 
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Precision with number of bits 

Hamming Radius vs First 500 Images 
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Result

Computational Costs for CIFAR, Flickr:  
Training time vs Compression time,  

!

!

!

surprising to see that LSH provides the worst performance
since the random hash functions lack discrimination for
small bit lengths. The orthogonal solution for SSH described
in Section 4, i.e., SSHorth, has comparable performance to the
nonorthogonal solution, SSHnonorth, for a small number of
bits (i.e., 8, 12, and 16 bits) since there is enough variance in
the top few orthogonal directions computed in our semi-
supervised formulation. But when using a large number of
bits, SSHorth performs much worse since the orthogonal
solution forces one to progressively pick the low variance
projections, substantially reducing the quality of the whole
embedding. Both Figs. 4 and 5 clearly show that SSHnonorth is
significantly better than SSHorth when using long hash
codes. Note that although SH also uses principal projections
directions, it can somewhat alleviate the negative impact of
low variance projections by reusing the large variance
projections with higher frequency sinusoidal binarization.
The sequential method of SSH, i.e., SPLH, provides the best
performance for all bits. Particularly, in the evaluation of
hash lookup within Hamming radius 2 (Figs. 4a and 5a), the
precision for most of the compared methods drops sig-
nificantly when longer codes are used. This is because, for
longer codes, the number of points falling in a bucket
decreases exponentially. Thus, many queries fail by not
returning any neighbor even in a Hamming ball of radius 2.
This shows a practical problem with hash lookup tables even
though they have faster query response than Hamming
ranking. Even in this case, SPLH provides the best
performance for most of the cases. Also, the drop in
precision for longer codes is much less compared to others,
indicating fewer failed queries for SPLH.

As a complementary evaluation, the recall curves for
CIFAR10 set are given in Figs. 4c and 4d and the precision-
recall curves for Flickr set are given in Figs. 5c and 5d. The
results demonstrate significant performance improvement

using the proposed semi-supervised hashing approaches,
especially SPLH, over other methods. Differently from the
CIFAR10 dataset, the Flickr dataset contains images with
multiple labels. Therefore, the performance measure solely
based on recall is incomplete for this multilabel problem [38].
Instead, average precision, approximated by the area under
the precision-recall curves, is a more appropriate measure.

We implemented the proposed methods and other
hashing approaches in Matlab and ran the experiments on
a Lenovo workstation with 3.16 GHz Quad Core CPU. Fig. 6
reports the comparison of the computational cost, including
training time and compression time, for different techni-
ques. The training time indicates the cost of learning the
hash functions from training data and the compression time
measures the encoding time from the original test data to
binary codes. It is not surprising that LSH needs negligible
training time since the projections are randomly generated
instead of being learned. The three eigenvalue decomposi-
tion-based techniques, i.e., SH, SSHorth, and SHnonorth, incur
similar training cost. Since SPLH needs to update pairwise
label matrix and performs eigenvalue decomposition at
each iteration, its training time is longer but comparable to
BRE, and much less than BSSC. Compared with offline
training cost, the compression time is usually more
important in practice since it is done in real time. As
shown in Figs. 6b and 6d, BRE is the most expensive
method in terms of computing the binary codes. SH
requires a little more time than the remaining methods
due to the calculation of the sinusoidal function. The code
generation time can be ranked as: BRE! SH > LSH ’
BSSC ’ SSHorth ’ SSHnonorth ’ SPLH.

In all the above experiments, we fixed the size of the
training subset, e.g., 2,000 for the Flickr dataset. To study the
impact of the amount of supervision on the search
performance, we conducted further experiments on the
Flickr dataset using 24-bit hash functions while varying the
number of training samples from 1,000 to 3,000. Since BRE
achieved comparable performance, we also compared
against its performance in these tests. Fig. 7 gives the
precision curves for both hash lookup and Hamming ranking
for the proposed semi-supervised methods and supervised
BRE approach. It is clear that 2,000 points were sufficient for
the Flickr dataset to obtain reasonable performance for most
of the approaches. Further, adding more training data
increases the training cost without adding much benefit.
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Fig. 6. Computational cost for different binary encoding methods.
(a) Training cost on the CIFAR10 dataset. (b) Compression cost on the
CIFAR10 dataset. (c) Training cost on the Flickr dataset. (d) Compres-
sion cost on the Flickr dataset. LSH: Locality Sensitive Hashing, BSSC:
Boosted Similarity Sensitive Coding, SH: Spectral Hashing, BRE: Binary
Reconstructive Embedding, SSHorth: Orthogonal Semi-Supervised
Hashing, SSHnonorth: Nonorthogonal Semi-Supervised Hashing, and
SPLH: Sequential Projection Learning-based Hashing.

Fig. 7. Evaluation of the performance using different amounts of training
samples. (a) Precision within Hamming radius 2 using hash lookup on
the Flickr dataset. (b) Precision of the top 500 returned samples using
Hamming ranking on the Flickr dataset. BRE: Binary Reconstructive
Embedding, SSHorth: Orthogonal Semi-Supervised Hashing,
SSHnonorth: Nonorthogonal Semi-Supervised Hashing, and SPLH:
Sequential Projection Learning-based Hashing.
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surprising to see that LSH provides the worst performance
since the random hash functions lack discrimination for
small bit lengths. The orthogonal solution for SSH described
in Section 4, i.e., SSHorth, has comparable performance to the
nonorthogonal solution, SSHnonorth, for a small number of
bits (i.e., 8, 12, and 16 bits) since there is enough variance in
the top few orthogonal directions computed in our semi-
supervised formulation. But when using a large number of
bits, SSHorth performs much worse since the orthogonal
solution forces one to progressively pick the low variance
projections, substantially reducing the quality of the whole
embedding. Both Figs. 4 and 5 clearly show that SSHnonorth is
significantly better than SSHorth when using long hash
codes. Note that although SH also uses principal projections
directions, it can somewhat alleviate the negative impact of
low variance projections by reusing the large variance
projections with higher frequency sinusoidal binarization.
The sequential method of SSH, i.e., SPLH, provides the best
performance for all bits. Particularly, in the evaluation of
hash lookup within Hamming radius 2 (Figs. 4a and 5a), the
precision for most of the compared methods drops sig-
nificantly when longer codes are used. This is because, for
longer codes, the number of points falling in a bucket
decreases exponentially. Thus, many queries fail by not
returning any neighbor even in a Hamming ball of radius 2.
This shows a practical problem with hash lookup tables even
though they have faster query response than Hamming
ranking. Even in this case, SPLH provides the best
performance for most of the cases. Also, the drop in
precision for longer codes is much less compared to others,
indicating fewer failed queries for SPLH.

As a complementary evaluation, the recall curves for
CIFAR10 set are given in Figs. 4c and 4d and the precision-
recall curves for Flickr set are given in Figs. 5c and 5d. The
results demonstrate significant performance improvement

using the proposed semi-supervised hashing approaches,
especially SPLH, over other methods. Differently from the
CIFAR10 dataset, the Flickr dataset contains images with
multiple labels. Therefore, the performance measure solely
based on recall is incomplete for this multilabel problem [38].
Instead, average precision, approximated by the area under
the precision-recall curves, is a more appropriate measure.

We implemented the proposed methods and other
hashing approaches in Matlab and ran the experiments on
a Lenovo workstation with 3.16 GHz Quad Core CPU. Fig. 6
reports the comparison of the computational cost, including
training time and compression time, for different techni-
ques. The training time indicates the cost of learning the
hash functions from training data and the compression time
measures the encoding time from the original test data to
binary codes. It is not surprising that LSH needs negligible
training time since the projections are randomly generated
instead of being learned. The three eigenvalue decomposi-
tion-based techniques, i.e., SH, SSHorth, and SHnonorth, incur
similar training cost. Since SPLH needs to update pairwise
label matrix and performs eigenvalue decomposition at
each iteration, its training time is longer but comparable to
BRE, and much less than BSSC. Compared with offline
training cost, the compression time is usually more
important in practice since it is done in real time. As
shown in Figs. 6b and 6d, BRE is the most expensive
method in terms of computing the binary codes. SH
requires a little more time than the remaining methods
due to the calculation of the sinusoidal function. The code
generation time can be ranked as: BRE! SH > LSH ’
BSSC ’ SSHorth ’ SSHnonorth ’ SPLH.

In all the above experiments, we fixed the size of the
training subset, e.g., 2,000 for the Flickr dataset. To study the
impact of the amount of supervision on the search
performance, we conducted further experiments on the
Flickr dataset using 24-bit hash functions while varying the
number of training samples from 1,000 to 3,000. Since BRE
achieved comparable performance, we also compared
against its performance in these tests. Fig. 7 gives the
precision curves for both hash lookup and Hamming ranking
for the proposed semi-supervised methods and supervised
BRE approach. It is clear that 2,000 points were sufficient for
the Flickr dataset to obtain reasonable performance for most
of the approaches. Further, adding more training data
increases the training cost without adding much benefit.
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Fig. 6. Computational cost for different binary encoding methods.
(a) Training cost on the CIFAR10 dataset. (b) Compression cost on the
CIFAR10 dataset. (c) Training cost on the Flickr dataset. (d) Compres-
sion cost on the Flickr dataset. LSH: Locality Sensitive Hashing, BSSC:
Boosted Similarity Sensitive Coding, SH: Spectral Hashing, BRE: Binary
Reconstructive Embedding, SSHorth: Orthogonal Semi-Supervised
Hashing, SSHnonorth: Nonorthogonal Semi-Supervised Hashing, and
SPLH: Sequential Projection Learning-based Hashing.

Fig. 7. Evaluation of the performance using different amounts of training
samples. (a) Precision within Hamming radius 2 using hash lookup on
the Flickr dataset. (b) Precision of the top 500 returned samples using
Hamming ranking on the Flickr dataset. BRE: Binary Reconstructive
Embedding, SSHorth: Orthogonal Semi-Supervised Hashing,
SSHnonorth: Nonorthogonal Semi-Supervised Hashing, and SPLH:
Sequential Projection Learning-based Hashing.
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Fig. 8 shows the experimental results of the unsuper-
vised tests on SIFT-1M dataset. Fig. 8a shows precision
curves for different methods using hash lookup table, and
Fig. 8b shows the precision curves using Hamming ranking.
Methods that learn data-dependent projections, i.e., USPLH,
SH, and PCAH, generally perform much better than LSH
and SIKH. SH performs better than PCAH for longer codes
since, for this dataset, SH tends to pick the high-variance
directions again. USPLH gives the best performance for
most cases. Also, for Hamming radius lookup experiments,
the performance of USPLH does not drop as rapidly as SH
and PCAH with increase in bits. Thus, USPLH leads to
fewre query failures in comparison to other methods.
Figs. 8c and 8d show the recall curves for different methods
using 24-bit and 48-bit codes. Higher precision and recall
for USPLH indicate the advantage of learning hash
functions sequentially, even with noisy pseudolabels.

Finally, we present the experimental results on the large
80-million image dataset to show the scalability of the
proposed semi-supervised hashing methods. We use 64-bit
codes to index the 384-dim Gist descriptor, which drama-
tically reduces the storage of the entire dataset from

hundreds of gigabytes to a few hundred megabytes. A
random set of queries was sampled from the database and
used for tests. Here, we compared the visual search results
of the three best performing methods, i.e., BRE, SSHnonorth,
and SPLH. After obtaining the search results in hash lookup
(within Hamming radius r ¼ 2), we computed the euclidian
distance of the collected nearest neighbors and query
images in Gist feature space and then sorted the results.
The top 10 returned images for a few exemplar queries are
shown in Fig. 9. SPLH presents more visually consistent
search results than BRE and SSHorth. This exhaustive search
usually involved only around 0:005 " 0:01 percent samples
from the entire 80 million set, leading to a dramatic
reduction in search time.

6 CONCLUSIONS AND FUTURE WORK

In this paper, we have proposed a semi-supervised
paradigm to learn efficient hash codes by simple linear
mapping which can handle semantic similarity/dissimilar-
ity among the data. The proposed method minimizes
empirical loss over the labeled data coupled with an
information theoretic regularizer over both labeled and
unlabeled data. A series of relaxations leads to a very
simple eigen-decomposition-based solution which is ex-
tremely efficient. Based on this framework, we proposed
the following family of solutions:

1. Orthogonal hash functions (SSHorth). By adding
orthogonality as hard constraints, the hash codes can
be directly obtained by conducting eigen-decom-
position over an adjusted covariance matrix.

2. Nonorthogonal hash functions (SSHnonorth). The
orthogonality constraints can be relaxed as a soft
penalty term in the objective function. Then, an
approximate nonorthogonal solution can be obtained
through adjusting the learned orthogonal solution.

3. Sequential hash functions (SPLH). The sequential
method iteratively learns new hash functions such
that in each iteration a new function tends to
minimize the errors made by the previous one. For
this, the pairwise labels are updated by imposing
higher weights on point pairs violated by the
previous hash function.

4. Unsupervised sequential hash functions (USPLH).
The sequential learning method was extended to the
unsupervised setting, where a set of pseudolabels is
generated sequentially using the probable mistakes
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Fig. 8. Results on the SIFT-1M dataset. (a) Precision of the top 500
returned samples using Hamming ranking. (b) Precision within Hamming
radius 2 using hash lookup. Recall curves (c) with 24 bits and (d) with
48 bits. LSH: Locality Sensitive Hashing, SH: Spectral Hashing, SIKH:
Shift Invariant Kernel-based Hashing, and USPLH: Unsupervised
Sequential Projection Learning-based Hashing.

Fig. 9. Qualitative evaluation over the 80 million tiny image dataset using 64-bit codes. (a) Query images; top 10 returned images using (b) the BRE
method, (c) the SSHnonorth method, and (d) the SPLH method. BRE: Binary Reconstructive Embedding, SSHnonorth: Nonorthogonal Semi-
Supervised Hashing, and SPLH: Sequential Projection Learning-based Hashing.



Conclusion



Conclusion

This paper proposed: 

1. a semi-supervised approach to learn 
hash codes efficiently on both time and 
space, 

2. orthogonal hash learning functions, 

3. nonorthogonal hash learning functions,  



Conclusion

4. sequential hash learning functions, 

5. unsupervised hash learning functions. 

Also, experimental evaluations on large 
image dataset are conducted to verify the 
performance and efficiency of the 
proposed methods. 
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Introduction

• Learning binary code for large-scale image can 
bring efficiency in storage and similarity search 
with much simpler approach than alternative 
large-scale indexing methods.!

• The scheme to learn binary code has several 
properties. To satisfy all the properties 
simultaneously is challenging.



Introduction

• Start binary code learning with unsupervised 
class labels !

• Address the method of applying ITQ to PCA-
projected data!

• Describe the supervised version of the method 
based on CCA



Unsupervised Code Learning 
Method Description

• Dimensionality Reduction 
-Obtain the hyperplane coefficient matrix by maximizing 
the principal component analysis(PCA) objective function.!

• Binary Quantization 
-Apply a random orthogonal initialization to PCA-objected 
data. 
 
-Adopt a k-means-like iterative quantization(ITQ) 
procedure to find a local minimum quantization loss. 



Unsupervised Code Learning 
Method Description

This figure illustrates the idea !
behind this method.

This figure shows the error and 
training time results from this 
method.



Unsupervised Code Learning 
Datasets Introduction

• The first one is a version of CIFAR dataset.  
Consists of 64,800 images that are grouped 
into 11 classes.!

• The second one is a subset of Tiny Image 
dataset and it contains the first set of images.  
Consists of 580,000 images. The images apart 
from the first set have no class labels but 388 
Internet search keywords. 



Unsupervised Code Learning 
Evaluation

• This method PCA-ITQ performs the best our of all seven 
methods. But the advantage becomes smaller os the code size 
increase.



Unsupervised Code Learning 
Evaluation



Unsupervised Code Learning 
Evaluation

• Apply the method on 580,000 images dataset. Since it has no 
class labels, so we can only evaluate the recall precision curves.



Unsupervised Code Learning 
Evaluation

• PCA-ITQ performs the best again.!

• This means that the method addressed in this paper is very 
effective in bringing close Euclidean neighbors within small 
Hamming distance of each other.



Supervised Code Learning

• Dimensionality Reduction 
-To find projection directions to maximize the correlation 
function using Canonical Correlation Analysis(CCA).!

• Binary Quantization 
-Using the same ITQ method as stated before to rotate the 
projected data. 



Supervised Code Learning 
Evaluation

• Average precision for top 500 
retrieved images for supervised 
data embeddings based on clean 
and noisy labels. 



Supervised Code Learning 
Evaluation

• When labels are incorporated, the results are much more 
semantically consistent.



Conclusion

• Comparing to the semi-supervised approach:  
 
The regularization of adding a small multiple of 
the covariance matrix in semi-supervised paper 
is found to be unnecessary.  
 
This paper’s method outperforms the one in 
semi-supervised paper that combines the semi-
supervised embedding with nonorthogonal 
relaxation. 



Conclusion 
Achievements

• Show that the rotation of the data can bring 
huge improvement to PCA-based binary 
coding schemes.!

• Address the ITQ method for refining the 
rotation that is effective and natural.!

• Also show that CCA method gives a good way 
of utilizing both clean and noisy label 
information for improving semantic precision.



Conclusion 
Limitation

• This method only uses one bit per projected 
data dimension. !

• Methods like SKLSH can use more bits than 
data dimensions. 
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